Proforma-2: LHCb Future Plans 

LHCb(UK) wishes to retain expertise and leadership in two critical aspects of the software and computing for the experiment: the persistency framework and the Monte-Carlo production system. Both of these posts are crucial for the core software development of LHCb and these tasks have been itemised in the LHCb core software review. 

Together with the GANGA Grid interface (the subject of a separate joint bid), these positions form an integral part of the UK contribution to LHCb software and Grid computing, leading up to the start of physics at the LHC machine.  

The two programmes of LHCb work described below have been agreed within the experiment. 

1) Data Management

LHCb has adopted the POOL persistency framework for the storage of event data and this will be used for the forthcoming 2004 Data Challenge. The POOL file catalogue provides the association mechanism between logical and physical filenames and a browser allows the user to interact with the catalogue through a GUI. This browser and the integration of POOL into the GAUDI framework have been provided through an existing GRIDPP1 post. 

The file catalogue will hold only a minimal amount of metadata and LHCb deploys a separate bookkeeping database service to store the metadata for event collections and datasets. This is based on a central ORACLE server at CERN with a query service available through an XML-RPC interface. However, the current system is not scaleable, particularly in a Grid environment, and it is difficult to optimise. It is therefore planned to design and deploy a new Metadata Catalogue Service, which will be optimised to meet the full demands of the experiment, the Grid and our distributed production and analysis systems. This service will need to be dynamically optimised, have high availability and be accessible through well-defined interfaces (e.g. GANGA gateway and batch job queries).

At this point in time, the choice of technology is not clear, but the bookkeeping capabilities of an ARDA-based solution will be investigated. Work on common metadata components with other LHC experiments will be explored and the experience of the Tevatron experiments is seen as valuable input for the design.

It is envisaged that relatively short development/integration cycles will be used to produce prototypes of this system for LHCb so that they can be tested, evaluated and optimised using metadata of increasing complexity from future Data Challenges. The provision of metadata services will play a vital role in the exploitation of the Grid and this is seen as a natural and essential extension of the data persistency work undertaken for GRIDPP1. 

One FTE is requested to undertake and lead this development from the UK, which will be performed in collaboration with the LHCb Data Management group of Marcus Frank.

Data Management Deliverables (1FTE)

It is essential that the Metadata Catalogue Service is developed and evaluated in a production environment. This means that a number of deliverables are scheduled to connect with future LHCb Data Challenges.  The deliverables below have been realigned and PMB-approved subject to minor iteration as follows:
Deliverables

The work will involve close collaboration with UK metadata community, and leading participation in the ARDA project, in order to understand the requirements and possible solutions for a metadata and job provenance catalogue.  The ultimate outcome will be an application suited to the needs of LHCb, and prototypes will be tested in the environment of the LHCb data challenges. Developing this work within the context of ARDA will ensure, however, the maximum benefit for all LHC experiments, and where possible, common solutions. Such solutions may be possible in the areas of hardware architecture, database management and performance monitoring tools as well as the catalogue interface implementation itself.

The programme of envisaged work starts in activities which the identified individual is already able to begin. Hence deliverables have been included prior to the start of the GridPP2 project (defined as 0 months).

1)  -3 months

Contribute to ARDA definition of interface to metadata and job provenance catalogue. Evaluation of the most efficient distinction between metadata and job provenance within the LHCb context. This will ensure that the needs of the LHCb experiment can be met by the ARDA interface definitions.

(Metric: document)

2) 0 months

Implementation of the ARDA interface based on the existing LHCb book-keeping database as a backend. Provide access to the interface for the integration into the LHCb production system (DIRAC) and the GANGA analysis system. This work will ensure that both DIRAC and GANGA can interchangably use any implementation based on the ARDA interfaces and hence the LHCb solution may become, according to the spirit of ARDA, a valuable alternative for other experiments.

(Metric: software release)

3) 6 months

Provide input to LHCb computing TDR (early 2005) on functionality and performance of prototype metadata and job provenance catalogue. Actively contribute to the DC05 data challenge with the provided ARDA interface implementation. Solicit LHCb users' impressions on usefulness of implementation.

(Metric: demonstration)
4) 12 months

Evaluate performance of alternative implementations of interface to catalogues. Study possibility of merging with prototypes, developed by other experiments, whilst simultaneously taking account of user feedback.  If such a solution is unfeasible, then instead include improvements to LHCb solution in light of study.

(Metric: report)

5) 18 Months

Initiate discussions within LHC experiments and CERN IT database group about possible common hardware architectures for the final catalogues.  

(A common hardware solution will greatly reduce maintenance overheads.)  

Report on findings.

(Metric: document)
6) 24 months

Prototype Release of catalogue, Grid enabled through an ARDA approved web-service interface.

(Metric: software release)

7) 30 Months

Development general suite of tools to ensure a production quality service. These tools will monitor performance, availability and integrity of the catalogue and be designed after collating requirements within metadata community in the UK and beyond.

Propose solutions to HEPCAL II requirement that catalogue should allow for private metadata.

(Metric: software release, report)

8) 33 months

Production Release of catalogue and tool suite.

(Metric: software release)

9) 36 months

Revised production release incorportating user feedback, updated documentation, and including private metadata functionality. Test and reoptimise service using data from real collisions.

(Metric: software release)
2) Production Control and Monitoring

DIRAC (Distributed Infrastructure with Remote Agent Control) is the LHCb Monte-Carlo production system. It consists of a set of central services based at CERN with a distributed agent infrastructure deployed in the outside centres. In the 2003 Data Challenge, this system was distributed over 19 different centres averaging 830,000 events per day and equivalent to the simultaneous use of 2,300 1.5GHz computers. Future challenges will increase in complexity as the LCG becomes established and the requirements of the experiment increase up until data taking in 2007. In the forthcoming 2004 Data Challenge (DC04), there will not only be an increase in the scale of deployed resources, but the data will be distributed amongst a number of centres as a test of the distributed analysis model. It is anticipated that this will require Tier 2 centres to store their data using the mass storage facilities of the nearest Tier 1 centre for eventual analysis.

An existing GRIDPP1 post has developed a Production Desktop system that breaks the production into a number of smaller steps and modules. A series of editors provide the tools and associated graphics for preparing and building the production workflow. The LHCb Production Manager will use this system in DC04 for the first time. However, once an agent has received a workflow, the Production Manager has no control over any function within each centre. The Local Manager must perform all of the configurations and interventions at an individual site. It is therefore proposed to develop a production "console" which will have the scope to provide extensive control and monitoring functions to the Production Manager. The idea is to have a central facility for all of the DIRAC fabric, which will provide the ability to monitor and configure agents and services in each remote centre. Such an intrusive system will need to understand and address the security mechanisms of the Grid and provide a secure and robust environment.

The distribution and replication of data poses another layer of complexity for the Production Manager and tools will be needed to verify, monitor and control these operations.

As the turn-on of the LHC machine approaches, there will be a need to extend the production console to support the processing of raw data at CERN and the reprocessing of data at remote centres, in addition to processing simulated datasets. This will bring new challenges arising from the need to access conditions data and the location of the event data.

The plan for this post is to synchronise major software releases to coincide with the Data Challenges of LHCb and also, hopefully, with the LCG deployment schedule. In this way, it is planned to tailor the experiment-specific software until it is fully physics-ready in 2007.  The identification and provision of common components will be made available to other experiments wherever possible.

One FTE is requested to undertake and lead this development from the UK, which will be performed in collaboration with the LHCb Production Manager, the DIRAC Project Leader and the LHCb Data Management Group.

Production Control/Monitoring Deliverables (1 FTE)
It is essential that the Production Console is developed and evaluated in a large-scale, production environment. This means that a number of deliverables are scheduled to connect with future LHCb Data Challenges.  As precise dates are not known for the Data Challenges and LCG deployment is currently only planned until 2005, the deliverables below may need to be realigned.
Deliverable 1: (3 months) Requirements and Architecture.

Creation of the Production Manager requirements and use cases based on the 2004 Data-Challenge. Development of the architecture including UML model of the Production Desktop. (Metric: documents)
Deliverable 2: (6 months) Prototype 1.

First prototype of the Production Desktop with the functionality to provide central control of the Tier1 and Tier2 centres and a solution for client security.  (Metric: software release)
Deliverable 3: (12 months) Revision 1 and Testing. 

Revision based on feedback from the Production Manager and the 2005 Data Challenge. (Metric: feedback survey, software revision)
Deliverable 4: (15 months) Release 1.

Release for 2006 Data Challenge with capability for continuous production rather than periodic data challenges. (Metric: software release)
Deliverable 5: (18 months) Data management functions. 

Development of the use cases and architecture to implement data management functions based on LCG Grid services.  Revision based on the feedback from Release 1. (Metric: documents, software revision)
Deliverable 6: (21 months) Prototype 2

Prototype of the Production Desktop with data management functions. Provision of manager interface to the Metadata Catalogue Service. (Metric: software release)
Deliverable 7: (27 months) Revision 2 and Testing.

Revision based on feedback from the Production Manager and the 2006 Data Challenge. (Metric: feedback survey, software revision)
Deliverable 8: (30 months) Release 2.

Release for 2007 to support processing of real data. This will include selection of sub-detector properties from the configuration database, such as geometries, calibrations, alignments and efficiencies. (Metric: software release)
Deliverable 9: (36 months) Final Release


Based on production experience after data recorded from real collisions (if available).

(Metric: software release, documentation)
3) Management Arrangements

The management structure for these two posts has already been established under GRIDPP1 with the LHCb(UK) Computing Co-ordinator (currently Glenn Patrick) responsible for the overall direction and review of the work plans, in partnership with the host institutes. This same structure will also be used for the UK co-management of the two GANGA posts (ATLAS/LHCb), as outlined in a separate bid.

It is essential that all posts fully integrate into the core software development team of the experiment and discussions with the LHCb Software Co-ordinator have already identified the necessary contact points as mentioned above. Regular workshops will be held where all software development is reviewed and planned under a single umbrella.
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