Workload Management

The Workload Management System (WLMS) is responsible for all the job movement around the EGEE/LCG grid. At its simplest this is merely choosing the best available resource for a simple stand alone computational job, at its most complex it deals with multi-stage dependent jobs (DAGs), where each stage requires different sets of data, stored at separate location around the grid. All jobs submitted to the EGEE/LCG grid will flow through the WLMS. It therefore has a central and crucial role in the whole infrastructure. Experience within the European DataGrid (EDG) Project has shown that that failures of the WLMS causes a complete collapse of the grid functionality. The EDG has also illustrated the importance of scalability within the WLMS. The production of a grid running between a small number of lightly loaded PCs is not particularly taxing; producing a grid that is capable of withstanding the loads that the LHC experiments will require is. This is likely to be even more true as the middleware moves away from Globus Toolkit 2 (GT2) and towards the OGSA world of Globus Toolkit 3 (GT3).  Consequently the effort in this middleware package within GridPP is focused on issues of testing and scalability. This requires an in depth understanding of the middleware architecture that is being implemented by EGEE/LCG, the underlying packages on which this middleware relies (GT2/GT3, CondorG etc) and the workflows of different flavours of HEP job. This builds directly on the experience gained in the WLMS workpackage of the EDG during GridPP1. In particular the experience gained by running and maintaining a WLMS and activities within the Quality Assurance Group.

Scalability is helped by standardisation and so the effort in this middleware package must also provide an active contribution to the relevant standards bodies and in particular the appropriate working groups of the GGF.

The work required in this middleware package falls into three closely related areas. 

The first is the production of a distributed WLMS testbed between at least two sites. This testbed must be capable of producing loads on the WLMS that are of a similar in scale to those that will be required by the fully functioning EGEE/LCG grid. This testbed will then be used to analyse the WLMS. Components used in the WLMS will be tested individually (as far as is practical) and as part complete system. In this way the role and scalability of each component with the overall WLMS will be understood, allowing bottlenecks and weak links to be removed. This will be an ongoing testing programme with the results of the analysis being fedback to the developers in a virtuous circle. The testers are expected to work closely with the developers and so a good working relationship between them is essential.

The second is an analysis of the profiles of the different flavours of job in HEP. The profiles will be taken from real HEP jobs and the analysis will be used to determine the nature of the load that is put onto the WLMS testbed. The profiling will initially consider the traditional areas of Monte Carlo (MC) production and data analyse of HEP events. These are in themselves very different from each other, with MC simulation typically being bound by CPU and data analysis typically being bound by access to the data itself. Later the profiling will consider more exotic modes of working that will be possible on the EGEE/LCG grid, in particular it will study  dependent jobs (DAGS), partitionable jobs and checkpointing. It will also study how such concepts as virtual data will effect HEP job profiles.

Standardisation is an important element in producing scalable grids. The effort within this work package will perform a dual role. It will analyse the WLMS middleware of the EGEE/LCG with a view to compliance to the immerging standards in the appropriate areas. It will also feedback, to the standards bodies (in particular the GGF) the requirements and experience from the EGEE/LCG.

This effort will also be contributing to the GridCC project if that project is funded. Within the GridCC project the a guaranteed level of Quality of Service is required making understanding the scalability of the middleware even more important.

Specific deliverables 

Project Month 6 

· Working distributed WLMS testbed between at least two sites. The testbed to be demonstrably capable of reproducing loads similar to those that are forseen in the fully functioning EGEE/LCG testbed. 

Deliverable –A report describing the WLMS testbed and how it can be used for testing the scalability of the WLMS.

·  MC production jobs for LHC experiments. 

Deliverable –MC production job profile.

· Participation in appropriate GGF working groups. 

Deliverable –Active participation in the appropriate working groups of the GGF.

Project Month 12

· Testing and analysis of the first EGEE release. Identify scaling issues, bottlenecks and weak links. Definition of performance metrics. 
Deliverable –Report on the scalability of the of the first EGEE release.
· Profile of Data Analysis jobs at the LHC. Clearly this will not be possible for real data analysis at the stage, however an estimate will be made using the analysis of MC simulated data and the real data analysis of Tevatron data. Deliverable –profile of data analysis jobs.
· Participation in appropriate GGF working groups. 

Deliverable –Active participation in the appropriate working groups of the GGF.

Project Month 18

· Ongoing testing of the scalability of new functionality as the middleware is developed. Identification of bottlenecks and weak links. Feedback to the developers in a virtuous circle.  

Deliverable –Report/presentations showing that this is occurring

· Exploring the possible effects more exotic forms grid jobs. 

Deliverable –Report/presentation explaining results. 

· Participation in appropriate GGF working groups. 

Deliverable –Active participation in the appropriate working groups of the GGF.

Project Month 24

· Extreme testing and analysis of the first EGEE release. Identify scaling issues, bottlenecks and weak links. Feedback to the developers in a virtuous circle in preparation for start of LHC.  

Deliverable –Report/presentations showing that this is occurring
· Participation in appropriate GGF working groups. 

Deliverable –Active participation in the appropriate working groups of the GGF.

Project Month 36

· Indentification of ongoing scaling issues. Final report and paper on the scalability of large scale data grids.

Management.

The effort available for this workpackage is sufficiently small (1.5 FTE) and nature of building the required testbed is such that it would be sensible for this effort to be allocated to geographically close groups. This makes responsibility for the deliverables clear and management issues are then contained locally. 

