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Introduction

GridPP2 proposes to build on the achievements of GridPP by developing the prototype Tier1 Centre at RAL into a fully functioning Tier1 Centre as part of the LCG project. This prototype centre has already demonstrated the following: 

· Providing both processing and storage to the worldwide production data challenges of Atlas, CMS, and LHCb 

· The lead site in the development by GridPP of a persistent grid infrastructure for PP in the UK. 

· A key site in both the production and development EDG testbeds and part of the testbed management team

· Development of grid infrastructure by developing and running the initial Certificate Authorities (CA) for GridPP and the UK Core eScience Programme.

· Early participation in LCG in February 2003 as the second site to form the initial LCG0 testbed in the run-in to the first production testbed planned for July 2003. 

· Developing the Grid Operations Centre for LCG1 and taking a leading role in the development of the Operations and Support section of the EGEE proposal which will provide this support for LCG in the longer term. 

Definition

The concept of a Tier1 centre predates the grid. The Monarc Project (http://monarc.web.cern.ch/MONARC/) described a model of distributed computing for LHC with a series of layers or ‘tiers’ from the Tier0 at CERN which would hold all the raw data through Tier1s which would each hold all the reconstructed data through Tier2s to the individual institutes and physicists who would hold smaller and smaller abstractions of the data. It is important that each tier also have sufficient processing resources for the amount of data held. This cpu resource must also be sufficient to allow reprocessing of data. The model also works partly in reverse with the Tier1 and 2 centres producing large amounts of simulated data which will migrate from Tier2 to Tier1 to CERN.  Monarc simulated this model with the processing and data flows that it implied, using estimates of the technology that would be available in 2007 and concluded that it was a feasible model. 

The adoption of grid technology could allow a completely flat distributed computing model for LHC but the hierarchical model has persisted due to (a) management and sociological factors and the existence of centres of expertise and (b) bandwidth limitations which restrict the distribution of data to too many sites. A few large centres will be required for offline storage and it is also efficient to concentrate other resources and services at these centres. 

The exact nature of these services has changed and will probably continue to change as the experiments develop their computing models over the next few years and in the light of experience with prototype Tier Centres and Data Challenges. This proposal presents a flexible model based on the definition of Centres set out in the report of RTAG#6
 of the LCG’s Software and Computing  Committee (SC2).  This RTAG report requires a Tier1 Centre to provide the following services:-

· Data Services. These form the core of the Tier1 Centre

· Disk storage resident and temporary (grid enabled storage elements), advance reservation. Experiments should be able to reserve space prior to jobs running so that lack of available space doesn’t cause a job to fail. 

· Mass storage (grid-enabled storage elements) advance reservation

· Commitment to provide access to primary/master copies of data over the lifetime of LHC. 

· Commitment to provide long term access to specific analysis data

· Cpu cycles . Equally as important as data, the cpu resources create and/or process the data held (Grid enabled computing elements), advance reservation

· Commitment to resource upgrades as required 

· State of the art network bandwidth, quality of service

· 24/7 services and resource support

· National Support role

· Training and user support

· Interactive support for particular applications. 

This model was used to scope the proposal below 

History

CCLRC has a long history in large scale computing and data storage for all disciplines including particle physics. For many years, the UK HEP Central Computing Service has been sited at RAL. This has developed over the last ten years from a large IBM service into a cost-effective set of distributed RISC and PC-based services. The co-location of the central computing with RAL’s large and active Particle Physics Department has proved invaluable in providing experimental software support and advice. 

During GridPP, RAL continued to provide a service to existing experiments, developed a TierA Centre for BaBar’s distributed computing model, and participated in a range of grid work including EDG, DataTAG, LCG, BaBar Grid, UK ETF Level2 Grid. 

RAL’s computing departments have a long history of collaboration with CERN from when CERN first installed IBM systems, through HEPVM, EARN, and HEPix. The personal relationships formed have already proven invaluable in the development of the EDG and LCG testbeds.

Description of Services to be Provided

Data Services

High quality data services are the foremost requirement of a Tier1 Centre. As well as large capacity, the service must be reliable, robust, well-managed and guarantee the integrity of the data. The proven record of RAL in running such services over many years for PP and others is the main reason for siting the Tier1 at RAL.

Disk

Ideally the disk service could be presented to users of the Tier1 seamlessly as a single entity. Storage Area Networks exist with this functionality but the cost per TeraByte(TB) of disk is several times higher than well-managed commodity disk so the model proposed is the one already developed at RAL for the prototype Tier1. Namely, a number of independent computers, each with hardware RAID controllers. Since each computer has its own network interface, the total bandwidth to the network can be high. The amount of disk per computer can be varied to balance the network bandwidth per TB of disk against the overhead costs of multiple computers.   

The higher levels of grid middleware including the Storage Element(SE) and the Replica Location Service(RLS)  can be used to hide the explicit host naming from the users 

Running disk servers is labour intensive. Workload scales almost linearly with the number of servers. This is because:

· Disk faults are relatively common (commodity IDE hardware, cheap RAID controllers). Faults can be complex and difficult to diagnose. 

· Data is valuable and an immediate response is necessary. Unlike a faulty CPU node which can be put to one side for a week, disk servers need to be fixed quickly to avoid data loss.

· A single disk server fault can impact many systems/services. Interventions need to be well tested and carried out carefully. New servers need to be carefully validated before being put into service. Technology is rapidly changing and benchmarking/evaluation of future purchases needs to be actively followed.

· There is a proliferation of Grid data replication services.

Work on the optimisation of data transfer rates on the LAN and the WAN falls principally on the disk server staff.

Tape

There have been predictions for some time that disk will soon be cheaper than tape, this has not happened yet and it unlikely to happen during GridPP2 so to meet the experiment requirements for data at a Tier1 Centre the Atlas DataStore
(ADS) will be used for data storage. Tape also offers robustness for irreplaceable data against filesystem corruption and other failures

The proposal is to utilise the existing ADS fully thus avoiding large capital investment in robots.

The ADS is currently configured with a mixture of IBM 3590 and STK 9940 tape drives. If its 6000 slots were filled with the bigger tapes (200GB) then it could currently hold more than 1PetaByte. At least 80% of this will be available to GridPP. During the project it is likely that bigger and faster tape drives will become available but these have not been assumed. The proposal is to purchase sufficient tapes and drives to meet the experiments’ requirements for capacity and bandwidth. UK requirements until 2006 (see Hardware planning document) can be met by fully utilising the existing robot.

The STK Powderhorn robot can mount 450 tapes/hour. The current 9940B tape drives have a throughput of 30MB/s. The current 8 drives can be easily increased to 20 and then beyond 20 with a loss of tape slots.  

The ADS fronts the robot with a series of servers which cache data on disk allowing multiple access to a single file and removing the bottleneck of a finite number of tape drives. Data is cached at tape streaming speed and then read on demand across the network by the user application. This system has its own private protocol and client software but interfaces have also been developed for the EDG SE and for SRB (ref) so it is already a fully gridified resource.

CCLRC has a national role as a data archive for its own facilities and a wider community. CCLRC plans to invest heavily in this are during the lifetime of GriudPP2. The PP community can benefit from this investment. While there is no great requirement during GridPP2 beyond that proposed above, such an investment would leave the Tier1 Centre well equipped for the exploitation phase of LHC and the subsequent rise in requirements that comes after GridPP2.

Distributed Grid Filesystem

AFS is a global filesystem used widely by HEP for sharing software and small amounts of data. Currently RAL hosts an AFS cell for the UK.  A global filesystem is invaluable for international collaboration so there will be a continuing requirement in PP. The nature of the service will likely change during GridPP2 to a distributed grid filesystem. It is proposed that the AFS service continue until the natural end of its life. The current 1TB of disk which is backed up to ADS will be increased to meet the UK demand and the service continued while required.

Data Integrity

Some data are unique and need to be maintained safely.  For these data it is appropriate to keep second copies in a firesafe. The ADS has the capability to flag different levels of service for certain datasets. One such level of service is to automatically take a second copy of all new and modified data on separate physical tapes and to eject one copy for storing in a firesafe. 

One of the Tier1 Centre requirements is to be able to curate certain data designated as valuable by an experiment. Only a fraction of data will require this service; the main cost is for the extra tape. 

CPU Services

A large cpu cluster will be built incrementally to meet the experiments requirements for cpu. At the hardware level the CPU resources will be run as a single large cluster with a single infrastructure for operations, installation, monitoring, and resource scheduling. At the resource scheduling level the cluster can be subdivided for periods of time to provide the flexibility to meet differing requirements of different experiments where these cannot yet be reconciled. As an example, the cluster could be split between BaBar and LHC by either: scheduling shares; scheduler queues sharing all nodes; scheduler queues with dedicated nodes; separate scheduling services; separate clusters. The intention is to implement sharing at the highest level and only take the lower level options temporarily when forced by circumstances.

The cluster will be developed in stages adding new nodes at least annually. This will result in a variety of nodes, differing in power, memory, disk, bus speeds, and architecture. It has already been demonstrated in GridPP that resource schedulers (eg PBS) are sufficiently flexible to cope with such mixtures efficiently.  

The cluster will be visible to one or more grids as one or more cpu services. At the time of writing a cpu service (or Compute Element) corresponds to a batch queue. In GridPP2 this concept will translate into an instance of a ‘grid service’ for cpu. 

Current large scale PP computing currently uses batch. The model proposed can easily be varied to cope an ‘interactive batch’ model that is likely to be developed to cope with analysis of such large amounts as will exist in LHC. In such a model an interactive user session will link to lasrge-scale resources for data processing and number crunching.

The staff effort required scales weakly with the number of CPU servers as problems can usually be put to one side and dealt with as time allows, but it is strongly correlated with the number of active experiments, the number of O/S implementations and the number of distinct services. The workload is strongly correlated with the type of work an experiment does on the service. An experiment such as Babar with an active user community carrying out personal analysis work  generates a considerably larger workload than that of an experiment such as CMS which has a well defined program of work being executed by a few individuals.

New farm management and automation tools are expected to make feasible the good management of large farm infrastructures. However the deployment of these tools will take effort

Network

RAL’s current network connection is at 2.5Gbits/sec to TVnet, a local MAN connecting RAL with the universities of Reading, Oxford, and Oxford Brookes by a triangle of fibres between the three sites, giving redundancy of path, and to the SuperJanet backbone through a point of presence in Reading. So far TVnet has easily met requirements by running at 622Mbits/sec when the SuperJanet Core was 2.5Gbit/sec and upgrading to 2.5Gbit/sec when  the SuperJanet Core was raised to 10Gbit/sec. With fibres in place it is envisaged that TVnet can be easily upgraded to meet future requirements. CCLRC expects to upgrade the connection to match the requirements of its users.

RAL is also on the SuperJanet development network by a separate 2.5Gb connection. This is currently for the MB-NG project but since the connections are in place, other development projects connecting the Tier1 to special resources are possible.

The CLRC Network Team have a long history of involvement with academic networking, having built SRCnet which developed into Janet. Current staff are involved in International Standards and Grid networking work, especially through network monitoring

Middleware Support

Experience with EDG, LCG and other grid testbeds shows that to run a successful testbed a site needs good access to reliable expertise in the main types of middleware. With this model in mind a small support team specialising in a range of middleware is proposed. This team will be drawn from a number of sources including GridPP2-funded middleware staff, UK Grid Operations Centre, EGSC, and EGEE operations and support centres, managed as part of the Production Grid Deployment Team to provide support for the whole of GridPP.  The core of this team should work closely with the Tier1 team, building on existing expertise and should also work closely with the suppliers of the relevant middleware whether in the UK or not. This team is not just the middleware development teams described elsewhere and covers a wider range of middleware.

Among the middleware areas to be supported are: Globus; Information Services; Mass Storage and Data Management; Networking; Security; Resource Scheduling; Fabric Management.  

Experiment Support

The software frameworks of the LHC experiments are more complicated than previous ones. Instead of being simply programs with associated databases, they now resemble a separate layer of middleware with portals, catalogues, metadata, and data interfaces. In the prototype Tier1 Centre this has been done ad hoc and the experiments who have devoted effort have been most successful. Whilst this software is still under development (until the LHC exploitation phase) a Tier1 Centre will need dedicated effort to keep the centre (and the rest of the UK Grid) engaged with the succession of data challenges. The duties of such staff will be to work with both the local architects to tailor the experiment software to individual sites and with the experiments to ensure they fit with the UK grid environment. 

Infrastructure of Proposed Centre

The Tier1 Centre for GridPP will develop from a base of the prototype centre developed at RAL as part of the GridPP Project. A Tier1 Centre is a complex service (see description above) but it is often characterised by a few simple parameters of its hardware infrastructure:- SpecInt2000
 figures for its cpu resource, TB of dedicated disk, TB of tape, and theoretical speed of the network connection 

Existing Centre

At the time of submission, the RAL Centre operates an integrated service both for a prototype LHC Tier1 Centre and a TierA Centre as part of the BaBar experiment’s international distributed computing model. The Atlas Centre has 1100m2 of  secure, air-conditioned, machine room space with a power distribution system and a connection direct to a local sub-station ensuring reliable power.
This service consists of

· A 472 cpu cluster providing roughly 400K SpecInt2000 controlled by the PBS scheduler.  

· 80TeraByte(TB) of usable disk (after formatting and RAID overheads)

· The Atlas Datastore. A network storage management system backed by an STK Powderhorn robot and IBM 3590, STK 9940A and 9940B tape drives. This is a shared resource but Particle Physics has enough tapes to store 180TB. If all spare slots in the robot were populated, this share would rise to 800TB out of a total of over 1Petabyte. 

· An AFS cell available for use by all UK particle physicists

· About 50 other systems which provides various services from Network Monitoring and the UK VRVS reflector through to testbeds for the European DataGrid (EDG) and LCG0, the prototype being developed for the LCG1 testbed.

Continued Development

By the end of the GridPP project the RAL Centre should have grown to 

· A 1000 cpu cluster providing 950 KSpecInt2000 controlled by the PBS scheduler.  

· 250 TeraByte(TB) of usable disk

The Tier1 Centre will build upon this base.

The Hardware Proposal

The following table shows the spend planned for each year of GridPP2 with the integrated capacity available at the start of the same year (purchased late in the preceding year) 

	
	GridPP2

	
	2004
	2005
	2006
	2007

	
	Amount
	£K
	Amount
	£K
	Amount
	£K
	Amount
	£K

	Cpu Kilo SpecInt2000
	972
	300
	1591
	320
	2440
	360
	4030
	

	Disk TB
	317
	336
	504
	364
	781
	420
	1221
	

	Tape TB
	256
	36
	355
	36
	455
	36
	555
	

	Tape bandwidth
	300
	60
	360
	60
	420
	60
	480
	

	WAN Network Gbit/sec
	2.5
	
	10
	
	10
	
	10
	

	Recurrent 
	
	75
	
	100
	
	100
	
	100

	Miscellaneous items
	
	25
	
	25
	
	25
	
	

	
	
	
	
	
	
	
	
	

	Total £K
	
	832
	
	905
	
	1001
	
	100
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The Staffing Proposal

An analysis of the first year of the prototype service shows that the effort required to run commodity hardware scales with the number of boxes. While the slope of this scaling can be reduced by automation the complexity of the planned system is such that hardware failure rates will be high. The number of boxes, disk drives etc will probably stabilise after the first year of GridPP2 as the oldest equipment is retired but the stable level is likely to be the order of 1500 batch cpus, 2000 disk drives on 100 disk servers. The figures below are an estimate based on experience with the existing equipment scaled to the envisaged levels. The table below show the teams that will work on the specific high level services described earlier plus a common  layer of support staff who provide services to all of the higher level services

	Management [1.5]

	Data 
	CPU
	UK 
	Middleware
	Experiment 

	Disk
	Tape
	File System
	
	Deployment
	Support
	Support

	[1.5]
	[2.5]
	[0.5]
	[2.0]
	[2.0]
	[**]
	[2.0]

	Core Services [2.5]
	Operations [3.0]

	Security [1.0]
	Networking [0.5]


The proposed staff structure above totals 19 FTE plus external middleware support. The latter is not costed as part of the Tier1 proposal. 

CCLRC will contribute 3 FTE towards the total above leaving 16 FTE to be funded directly by GridPP2.

Staff Teams

In more detail these services are:-

	Service
	
	Staff
	

	Management 
	
	1.5
	Includes both internal management of the centre and its team and finances, and the outward-facing interactions with LCG, EGEE, and the other Tier Centres

	Data Services
	
	4.5
	

	
	Disk
	(1.5)
	Developing and running the disk service and interacting with experiment experts on optimising methods of use.

	
	Tape
	(2.5)
	Running all aspects of the Atlas Datastore

	
	File Systems
	(0.5)
	Global filesystem requires specialist effort.

	CPU
	
	2.0
	Dedicated sysadmins who also interface with the users and experiments

	Common Layer
	
	7.0
	

	
	Core Services
	(2.5)
	Consoles, user filesystems, crackers, monitoring, software development/deployment, user registration and management.

	
	Operations
	(3.0)
	Machine room environment (safety, power, cooling, deliveries, installation), hardware diagnostics and repair, automation and monitoring , deploying grid fabric management tools, tape movement and robot intervention. 

	
	Security
	(1.0)
	Ensuring the integrity of the services, scanning, patching, interaction with site firewall management.

	
	Networking
	(0.5)
	Administering the centre’s LAN and a share of local WAN access.

	Middleware Support
	
	
	The Grid Support centre at RAL will broker help requests, involving middleware experts from other areas of GridPP when appropriate. This structure will be complemented by the EU/EGEE support centre based at RAL. The FTE Allocation in this area is not currently specified and is subject to ongoing discussions with the Grid Support Centre

	Experiment Support
	
	2.0
	This is outward-looking Tier-1 effort that is intended to compliment dedicated experiment software support that the applications are expected to apply for directly.

	UK Deployment
	
	2.0
	Participating in production deployment team.

	
	
	19.0
	


Staff Cover 

The staff cover provided for the service described above is as follows. 

· Most staff will work 0830-1700, Monday to Friday. By using flexible time working, there will be physical staff cover from 0730-1930 Mon-Fri excluding UK public holidays. 

· By suitable automation it is expected that the services will be kept running 24x365 but the automation will call out staff during the period 0700-2300 every day including weekends and public holidays to diagnose problems that cannot be fixed automatically. CCLRC already has such monitoring and call-out procedures in place for other services but currently the DataStore and external network are the only particle physics services so covered. 

· Daily physical checks will be carried out at weekends and public holidays

For higher levels of cover more staff are required. Three options are shown below

	Option (a)
	Two staff in attendance 18 hours/day, 5 days/week.
	Additional 2 FTE

	Option (b)
	Two staff in attendance 24 hours/day, 7 days/week
	Additional 8 FTE to run a 5 shift system

	Option (c)
	Some level of weekend cover in addition to (a) above
	Somewhere between 2 and 5 additional FTE

	Option (d) 
	24x7 call-out
	Not yet costed


CCLRC Contribution

CCLRC will contribute to the project in the following areas:-

· Machine room environment. The Atlas Centre has 1100m2 of  secure, air-conditioned, machine room space with a power distribution system and a connection direct to a local sub-station ensuring reliable power.
· Capital investment in the Atlas DataStore

· 3 FTE of staff effort

· Upgrade to WAN connection during GridPP2

· Backup effort and advice from skilled staff on other projects (both similar and complementary skillsets)

The costs above are guaranteed for the duration of CCLRC’s SR2002 funding and at best efforts beyond then.

Links to Tier0 and Tier2s

Since the Tier0 and Tier2 model is part of the LHC computing model, interactions with hem will be governed by structures set up by LCG. It is intended that work towards the GridPP Production Grid will enhance the connections within the UK with Tier2 sites and others.

Tier0

Communication  with the Tier0 Centre at CERN will be by

In management matters 

a) through the Grid Deployment Board of LCG on which the UK Tier1 Centre has a representative

b) through the Project Management Board of GridPP2 on which both Tier0 and Tier1 will be represented

In technical matters through the LCG structures for deployment and communications between system admins. 

Tier2

Structures will be set up within LCG and within GridPP2 similar to those currently existing within EDG WP6 and the UK GridPP testbed infrastructure. These will evolve during the project into a full production grid in the UK (See Production Grid document)

A National UK Role

Deployment

The Tier1 Centre acts as a focus for many types of communication between UK sites and CERN. This makes it the natural lead site for the development of the UK Grid and its movement forward into a production grid. The Tier1 Centre will engage fully with the production Grid Deployment Team. It is expected that the Grid Operations and Support Team funded by EGEE will also play a major role in this task. A detailed description of the Production Grid task is given in PMB-20-Production 

Outreach

GridPP’s considerable investment of staff effort at the Tier1 places a responsibility on the Tier1 to ensure that the rest of the community benefits from the experience and expertise they accrue. This will be achieved by a variety of methods including:

· Advice for sites procuring hardware on specification, tendering, benchmarking, negotiating with vendors.

· Advice on diagnosing hardware problems

· Engagement through suitable user forums (eg UK HEPSYSMAN, HEPiX)

· Passing on experiences with fabric monitoring, accounting, batch scheduling

This will not be a one way flow. There will be expertise in all these fields at the Tier2 centres also , and this should also be propagated but by its size and level of use the Tier1 should have more to offer.

Input from Other Projects

CLRC eScience Centre

The CLRC eScience Centre participates in e-science projects of all Research Councils  providing management, services and middleware development. The eSC provides the technical expertise to develop and run the Tier1 Centre. The eSC staff have many years experience of running central UK services for PP (formerly as part of the IT department. The eSC provides a bigger pool of expertise to share with Tier1 than a PP-only service. The eSC also manages the Core Programme Level 2 Grid which connects all the UK eScience Centres.

UK Grid Support Centre

Funded by dTI through the Core UK eScience programme, the UK Grid Support Centre provides expertise in core grid technologies for the benefit of all UK grid projects. The GSC runs the Certificate Authority for the UK eScience Programme. The GSC also participates in the nascent European Grid Support Centre which has already established close contacts with Globus.

EGEE

The CCLRC eSC is co-chair of the Task Force 4 on Operations and Support that will get 50% of the EGEE budget. They have proposed a network of Operations Centres and Support centres throughout Europe. RAL should obtain EU funding to be both an Operations and a Support centre.  This combined centre will play a strong role in the deployment of the GridPP2 Production Grid.

Support for other projects 

While the focus of the Tier1 centre is obviously preparing for LHC, the RAL centre already meets the requirements of most running experiments supported in the UK. In particular as a TierA Centre for BaBar As the UK has computing commitments for many experiments and there is no other central source of funding for this work, it seems obvious to use the same resources and staff to support other experiments. 

The Tier1 Centre (and the Tier2 centres) will make resources available to all UK experiments. A proportion of resources will be assigned to BaBar. The level of these resources will be sufficient to ensure that the UK receives the maximum rebate against its Common Fund contribution.

The requirements of the non-LHC experiments are shown in the Hardware Requirements paper.

Costs

The costs of staff and hardware for this proposal are those shown in the project plan spreadsheet version 14.

Management Issues

Management by GridPP2

· The Deployment Board will oversee the delivery of the Tier1 centre and the UK Grid

· The Experiments Board will be the input channel for experiment requirements and will also schedule major work like Data Challenges

· The Tier1 Centre will be represented on the GridPP2 Project Management Board

Management structure within RAL.

CCLRC will form a small Management Board to oversee CCLRC’s delivery of the Tier1 service to GridPP2. This board will be chaired by the Director of Particle Physics and the members will be: The Deputy Director of the eScience Centre and one other person from each of the Particle Physics and eScience Departments. This board will, after consultation with the GridPP2 PMB, nominate the Tier1 representative to the GridPP2 Project Management Board.

� Research and Technical Assessment Group – a series of short-lived working groups of LCG’s SC2 which reviewed current technology in various areas of LCG and made proposals for future work. 


� This name comes from the Atlas Centre at RAL, built in 1966 to house the Ferranti Atlas which was the UK’s first academic supercomputer, and not from the LHC experiment of the same name.


� The SPEC set of benchmarks are industry standards to characterise cpu performance in a number of ways. Currently, the SpecInt benchmark for integer performance has been found to be the best estimator of performance of particle physic codes. is the current version. A 1 GHz PIII cpu benchmarks at 400 SpecInt 2000 . In this document the unit used is kiloSpecInt2000 (KSI2K)
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GridPP2 summary

		Money spent each year, integrated capacity in same year

				GridPP1												GridPP2

				2001				2002				2003				2004				2005				2006				2007

				Amount		£K		Amount		£K		Amount		£K		Amount		£K		Amount		£K		Amount		£K		Amount		£K

		KSI2K				312		175		320		505		350		972		300		1591		320		2440		360		4030

		TB disk				437		49		437		171		437		317		336		504		364		781		420		1221

		TB tape				0		0		0		156		36		256		36		355		36		455		36		555

		bandwidth				0		0		50		240		60		300		60		360		60		420		60		480

		Networking Gbit						0.6				2				2.5				10				10				10

		Recurrent				50				50				75				75				100				100

		Misc				25				25				25				25				25				25

		Total £K				824				882				983				832				905				1001



John Gordon:
unreliable, ignores tapes and networking



old

		Money spent each year, integrated capacity for following year

				GridPP1														GridPP2

				2001				2002				2003				2004				2005				2006

				Amount		£K		Amount		£K		Amount		£K		Amount		£K		Amount		£K		Amount		£K

		KSI2K		175		312		505		320		972		350		1591		300		2440		320		4030		360

		TB disk		49		437		171		437		317		437		504		336		781		364		1221		420

		TB tape		0		0		156		0		256		36		355		36		455		36		555		36

		bandwidth		0		0		240		50		300		60		360		60		420		60		480		60

		Networking Gbit		0.6				2				2.5				10				10				10

		Recurrent				50				50				75				75				100				100

		Misc				25				25				25				25				25				25

		Total £K				824				882				983				832				905				1001



John Gordon:
unreliable, ignores tapes and networking



cpu-disk

		GridPP2 estimates based on JCG naïve assumptions										v1.0

				GridPP1						GridPP2

				2002		2003		2004		2005		2006		2007

		cpus		312		320		350		300		320		360

		SI2K/cpu		560		1032		1333		2064		3200		5333

		KSI2K		175		330		467		619		1024		1920

		£K/cpu		1		1		1		1		1		1

		£K		312		320		350		300		320		360

		totcpu		312		632		982		1282		1602		1962

		TotKSI		175		505		972		1591		2440		4030

		BaBar		116.48		165.12		156		206		341		640

		LHC		58.24		165.12		311		413		683		1280

		TotBB		116.48		281.6		437		644		985		1625

		TotLHC		58.24		223.36		534		947		1630		2910

		disks		624		624		624		480		520		600

		GB/disk		80		200		240		400		640		960

		TB		49		122		146		188		325		563

		£K/disk		0.7		0.7		0.7		0.7		0.7		0.7

		£K		437		437		437		336		364		420

		totdisk		624		1248		1872		2352		2872		3472

		totTB		49		171		317		504		781		1221

		BB		32.5		60.9375		48.75		62.5		108.3333333333		187.5

		LHC		16.25		60.9375		97.5		125		216.6666666667		375

		TotBB		32.5		93.4375		142.1875		204.6875		313.0208333333		500.5208333333

		TotLHC		16.25		77.1875		174.6875		299.6875		516.3541666667		891.3541666667

		tapes				800		510		510		510		510

		GB/tape				200		200		200		200		200

		TB		80		156		100		100		100		100

		tot tapes				800		1310		1820		2330		2840

		totTB				156		256		355		455		555

		£/tape		70		70		70		70		70		70

		£K						36		36		36		36

		drives				8		2		2		2		2

		bandwidth				240		300		360		420		480

		tot drives				8		10		12		14		16

		tot bandwidth				240		540		900		1320		1800

		£K/drive				25		25		25		25		25

		£K drives				50		50		50		50		50

		servers				4		2		2		2		2

		£K/server				10		5		5		5		5

		£K servers				0		10		10		10		10

		corrected SI2K figures - 10/4/2003

		updated disk sizes 10/4/2003

		LHC cpu share		0.33		0.44		0.55		0.60		0.67		0.72

		LHC disk share		0.33		0.45		0.55		0.59		0.66		0.73

		Notes

		1		£2K per dual inc VAT

		2		2005 kit bought 2H04

		3		Disk costs just a guess based on now.

		4		03-04 figures averaged

		5		1000 SI2K = 1 KSI2K

		6		1024GB=1TB but 200GB might be 2*10**8 bytes

		7		ignores bigger tapes

		8		ignores networking

		9		total 4 years kit - earlier stuff drops out



John Gordon:
actually 2H03
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		extended to 2007 21/11/02

				2002		2003		2004		2005		2006		2007

		cpus		312		320		350		350		350		350

		SI2K/cpu		560		1032		1333		2064		3200		5333

		SI2K		174720		330240		466667		722400		1120000		1866667

		totcpu		312		632		982		1332		1682		2032

		TotSI		174720		504960		971626.666666667		1694026.66666667		2814026.66666667		4680693.33333333

		BaBar		116480		165120		155556		240800		373333		622222

		LHC		58240		165120		311111		481600		746667		1244444

		TotBB		116480		281600		437156		677956		1051289		1673511

		TotLHC		58240		223360		534471		1016071		1762738		3007182

		disks		624		624		624		624		624		624

		GB/disk		80		200		320		480		480		800

		GB		49920		124800		199680		299520		299520		499200

		totdisk		624		1248		1872		2496		3120		3744

		totGB		49920		174720		374400		673920		973440		1472640

		BB		33280		62400		66560		99840		99840		166400

		LHC		16640		62400		133120		199680		199680		332800

		TotBB		33280		95680		162240		262080		361920		528320

		TotLHC		16640		79040		212160		411840		611520		944320

		corrected SI2K figures - 10/4/2003

		updated disk sizes 10/4/2003

		LHC cpu share		0.33		0.44		0.55		0.60		0.63		0.64

		LHC disk share		0.33		0.45		0.57		0.61		0.63		0.64



John Gordon:
actually 2H03



SI2K

		

				1H02		2H02		1H03		2H03		1H04		2H04		1H05		2H05		1H06		2H06		1H07		2H07

		SI2K/cpu		560		800		1032		1333		1600		2064		2667		3200		4128		5333.3333333333		6400		8256

				1H02		2H02		1H03		2H03		1H04		2H04		1H05		2H05		1H06		2H06		1H07		2H07

		GB/disk		120		160		200		240		320		400		480		640		800		960		1280		1600		1920
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GridPP2 summary

		Money spent each year, integrated capacity in same year

				GridPP1												GridPP2

				2001				2002				2003				2004				2005				2006				2007

				Amount		£K		Amount		£K		Amount		£K		Amount		£K		Amount		£K		Amount		£K		Amount		£K

		KSI2K				312		175		320		505		350		972		300		1591		320		2440		360		4030

		TB disk				437		49		437		171		437		317		336		504		364		781		420		1221

		TB tape				0		0		0		156		36		256		36		355		36		455		36		555

		bandwidth				0		0		50		240		60		300		60		360		60		420		60		480

		Networking Gbit						0.6				2				2.5				10				10				10

		Recurrent				50				50				75				75				100				100

		Misc				25				25				25				25				25				25

		Total £K				824				882				983				832				905				1001



John Gordon:
unreliable, ignores tapes and networking



old

		Money spent each year, integrated capacity for following year

				GridPP1														GridPP2

				2001				2002				2003				2004				2005				2006

				Amount		£K		Amount		£K		Amount		£K		Amount		£K		Amount		£K		Amount		£K

		KSI2K		175		312		505		320		972		350		1591		300		2440		320		4030		360

		TB disk		49		437		171		437		317		437		504		336		781		364		1221		420

		TB tape		0		0		156		0		256		36		355		36		455		36		555		36

		bandwidth		0		0		240		50		300		60		360		60		420		60		480		60

		Networking Gbit		0.6				2				2.5				10				10				10

		Recurrent				50				50				75				75				100				100

		Misc				25				25				25				25				25				25

		Total £K				824				882				983				832				905				1001



John Gordon:
unreliable, ignores tapes and networking



cpu-disk

		GridPP2 estimates based on JCG naïve assumptions										v1.0

				GridPP1						GridPP2

				2002		2003		2004		2005		2006		2007

		cpus		312		320		350		300		320		360

		SI2K/cpu		560		1032		1333		2064		3200		5333

		KSI2K		175		330		467		619		1024		1920

		£K/cpu		1		1		1		1		1		1

		£K		312		320		350		300		320		360

		totcpu		312		632		982		1282		1602		1962

		TotKSI		175		505		972		1591		2440		4030

		BaBar		116.48		165.12		156		206		341		640

		LHC		58.24		165.12		311		413		683		1280

		TotBB		116.48		281.6		437		644		985		1625

		TotLHC		58.24		223.36		534		947		1630		2910

		disks		624		624		624		480		520		600

		GB/disk		80		200		240		400		640		960

		TB		49		122		146		188		325		563

		£K/disk		0.7		0.7		0.7		0.7		0.7		0.7

		£K		437		437		437		336		364		420

		totdisk		624		1248		1872		2352		2872		3472

		totTB		49		171		317		504		781		1221

		BB		32.5		60.9375		48.75		62.5		108.3333333333		187.5

		LHC		16.25		60.9375		97.5		125		216.6666666667		375

		TotBB		32.5		93.4375		142.1875		204.6875		313.0208333333		500.5208333333

		TotLHC		16.25		77.1875		174.6875		299.6875		516.3541666667		891.3541666667

		tapes				800		510		510		510		510

		GB/tape				200		200		200		200		200

		TB		80		156		100		100		100		100

		tot tapes				800		1310		1820		2330		2840

		totTB				156		256		355		455		555

		£/tape		70		70		70		70		70		70

		£K						36		36		36		36

		drives				8		2		2		2		2

		bandwidth				240		300		360		420		480

		tot drives				8		10		12		14		16

		tot bandwidth				240		540		900		1320		1800

		£K/drive				25		25		25		25		25

		£K drives				50		50		50		50		50

		servers				4		2		2		2		2

		£K/server				10		5		5		5		5

		£K servers				0		10		10		10		10

		corrected SI2K figures - 10/4/2003

		updated disk sizes 10/4/2003

		LHC cpu share		0.33		0.44		0.55		0.60		0.67		0.72

		LHC disk share		0.33		0.45		0.55		0.59		0.66		0.73

		Notes

		1		£2K per dual inc VAT

		2		2005 kit bought 2H04

		3		Disk costs just a guess based on now.

		4		03-04 figures averaged

		5		1000 SI2K = 1 KSI2K

		6		1024GB=1TB but 200GB might be 2*10**8 bytes

		7		ignores bigger tapes

		8		ignores networking

		9		total 4 years kit - earlier stuff drops out



John Gordon:
actually 2H03
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TB

Tape Evolution



		

		extended to 2007 21/11/02

				2002		2003		2004		2005		2006		2007

		cpus		312		320		350		350		350		350

		SI2K/cpu		560		1032		1333		2064		3200		5333

		SI2K		174720		330240		466667		722400		1120000		1866667

		totcpu		312		632		982		1332		1682		2032

		TotSI		174720		504960		971626.666666667		1694026.66666667		2814026.66666667		4680693.33333333

		BaBar		116480		165120		155556		240800		373333		622222

		LHC		58240		165120		311111		481600		746667		1244444

		TotBB		116480		281600		437156		677956		1051289		1673511

		TotLHC		58240		223360		534471		1016071		1762738		3007182

		disks		624		624		624		624		624		624

		GB/disk		80		200		320		480		480		800

		GB		49920		124800		199680		299520		299520		499200

		totdisk		624		1248		1872		2496		3120		3744

		totGB		49920		174720		374400		673920		973440		1472640

		BB		33280		62400		66560		99840		99840		166400

		LHC		16640		62400		133120		199680		199680		332800

		TotBB		33280		95680		162240		262080		361920		528320

		TotLHC		16640		79040		212160		411840		611520		944320

		corrected SI2K figures - 10/4/2003

		updated disk sizes 10/4/2003

		LHC cpu share		0.33		0.44		0.55		0.60		0.63		0.64

		LHC disk share		0.33		0.45		0.57		0.61		0.63		0.64



John Gordon:
actually 2H03



		

				1H02		2H02		1H03		2H03		1H04		2H04		1H05		2H05		1H06		2H06		1H07		2H07

		SI2K/cpu		560		800		1032		1333		1600		2064		2667		3200		4128		5333.3333333333		6400		8256

				1H02		2H02		1H03		2H03		1H04		2H04		1H05		2H05		1H06		2H06		1H07		2H07

		GB/disk		120		160		200		240		320		400		480		640		800		960		1280		1600		1920
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