

GridPP-PMB-107-Tier1A
[image: image1.png]Grid—-

UK Computing for Particle Physics



[image: image3.png]TIER1 Normalised CPU time per TIER1
January 2006 - December 2006

W fsicpacific
Oe

1147 0 cemn
A
B
R

O et
Oric

O e

O SARA/NIKHEF
W otrers

7.5%

15.42

5.2 17.21

(0 CESGA "EGEE Viw's TIERL / rormegu / 2006:1-2006:12 / TIERL-VO / ACCBAR-UIN / i 2007-01-25 15:42 UTC






	[image: image5.png]052

0.30

0.8

0.6

CPU Efficiency

0.78

0.76

074

ALl CPU Efficiencies, 2006

February
January

Harch

fpril

Hay

June

July

fugust October

Septenber

Decenber
Novenber

o1





	GridPP Project Management Board


Tier 1/A Report 

February 2006 – January 2007

	
	Document identifier :
	GRIDPP-PMB-107-Tier1A

	
	Date:
	31/01/2007

	
	Version:
	1.01

	
	Document status:
	Final

	
	Author
	Andrew Sansum


1. Overview

The new CASTOR service has commenced and was well used by CMS in CSA06. Migration to the new SL8500 tape robot has gone well and the new T10K drives are also in production. Two CPU deliveries have been installed to planned schedule and are in production. Three disk deliveries have been received; the later two are running to schedule and are expected to be in production in February and March respectively. There were problems encountered during the installation of the March 2006 delivery; these have now been resolved and the capacity is being deployed to the experiments. RAL is now connected to CERN by a 10Gb lightpath and expects to connect to SJ5 at 10Gb in 2007Q1.The Grid environment has remained relatively unchanged (other than CASTOR and 3D) and the main focus of effort has been to improve the availability and reliability of the service. The lateness of the gLite 3 release on Scientific Linux 4 is becoming an area of increasing concern as a late migration to a new operating system and middleware release will not be consistent with stable operation in late 2007. 

2. Resource Allocation and Use

2.1 Hardware deployment

A number of purchases were delivered over the year:

· March 2006: 52 dual core Opeteron batch worker nodes were delivered, providing approximately 240KSI2K of capacity. This came on-stream in May 2006.

· November 2006: 64 dual core Intel Woodcrest batch worker nodes. These provide approximately 550KSI2K of capacity. These came on-stream in January 2007.

· March 2006: 21 disk servers based on the Areca PCI/SATA RAID 6 controller. These provide approximately 190TB of capacity. Unfortunately technical problems were encountered with this delivery and they were only considered suitable for deployment in December 2006.

· November 2006: 47 disk servers based on the 3ware PCI/SATA RAID 5 controller. These will provide approximately 238TB of capacity. They are 2 weeks into a 4 week acceptance test which they are expected to successfully complete by mid-February 2007 and be deployed into capacity.

· January 2007: 37 disk servers based on the 3ware PCI/SATA RAID 5 controller. These will provide approximately 197TB of capacity. They have been installed into the machine room and are presently undergoing 1 week of supplier testing before moving into the Tier-1s 28 day acceptance test. These are based on identical hardware to the above and should complete their acceptance test by late February with deployment to the experiments in March 2007.

· 3 T10K tape drives were purchased along with 200TB of media – to be used for initial testing of CASTOR. Procurement of a further 3 tape drives and a further 350TB of capacity has commenced and is planned to be delivered by March 2007.

· February 2006 the mini Storage Area Network for the Oracle 3D project was received.

· Commodity Gbit/10Gbit Nortel 5510/5530 network switches were installed to provide a low cost stacked network with 10Gbit interconnects. 

2.2 2006 Outturn
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CPU batch farm capacity was approximately 830KSI2K at the start of the period, increased to 1030 KSI2K in May 2006 and by January 2007 reached 1560KSI2K. Average occupancy of the farm for 2006 (as measured by wall clock time) was approximately 90% varying between 80% and 98% (Figure 1). This substantial improvement compared to 2005 reflects the increasing demand for resources on the WLCG/EGEE Grid and our efforts to improve availability and reliability. Job CPU time used has been somewhat lower than this as job efficiencies (the ratio of cpu time to wall clock time) have varied between 75% and 92% (Figure 2), several factors affect job efficiency, but the most likely cause of recent falls is probably increasing use of the Grid based SRMs and some inefficiencies introduced in “glide in” batch jobs that act as place holders for the real payload.

Tier-1 disk capacity available for the experiments remained at about 179TB throughout the period (because of problems with the March 2006 delivery). This caused considerable difficulty for several experiments and in October we agreed the loan of approximately 50TB of capacity from the particle Physics department in order to meet CMS’s capacity requirements for CSA06, a further 20TB of reliable capacity was used from the March delivery. The remaining delayed capacity is now in the process of being deployed and after further deliveries come on-stream in February and March the total capacity will reach 750TB. 

Tape capacity available for deployment to the experiments was about 532TB in January, compared to 647TB used (CCLRC are loaning the excess capacity needed to meet short term service challenge commitments). 

A full description of the 2006 outturn can be found at:

http://www.gridpp.ac.uk/tier1a/board/doc/Tier1A-Utilisation-2006-1.00.doc
Further per VO usage information can be obtained at: http://www.gridpp.ac.uk/tier1a/schedule.xls 
2.3 Experiment requirements

The GRIDPP User Board reviewed experiment requirements for 2007 at its most recent meeting of 4th January 2007. See: https://www.gridpp.ac.uk/eb/040107/index.html
The meeting concluded that: once all hardware already delivered were available:

· CPU capacity would meet all requests until July 2007 after which over-allocation would be necessary

· Disk capacity would meet all requests until October 2007 in the meantime spare capacity would be useful to enable the CASTOR migration and support service challenges.

· Tape use (647TB) already exceeded capacity (532 TB). Projections by the UB indicated that by the end of Q2 725TB would be needed. 

Further hardware purchases will be needed in 2006 in order meet unsatisfied demand. The following schedule will need to be followed in order to deliver hardware in a timely manner:

At the Tier-1 board meeting in January it was agreed that:

· Additional tape media should be purchased to meet UB projects to June. Further media would also be required to: allow for multiple copies during data migration to CASTOR, the (short term) lack of tape recycling by CASTOR and the temporary need to back-up all CASTOR managed disk pools by tape even when not required by the experiments. The short term demand for extra tape is expected to have ceased by the second half of 2007 when new CASTOR capability is planned to be available. 

· That a further 3 tape drives should be purchased to meet the needs of the increasing number of VOs planned to migrate to CASTOR over the next few months.

· That the Tier-1 should commence a restricted EU tender for disk and CPU capacity to meet the expected shortfall of resource late in the year and to have all equipment necessary for 2008 running in place in good time. The equipment would be scheduled for delivery late in September 2007.

It was agreed that the purchase tape media and drives could be made from the planned reserve in the purchase plan agreed in May 2006.

2.4 MoU Commitments

2.4.1 Babar

In 2004 and in signing the 2005-08 BaBar MoU it was noted that there would need to be a review prior to 2007 due to the anticipated overlap of BaBar and LHC requirements. It was hoped that BaBar would have developed a Grid approach to analysis in the intervening period. In November 2006 a review of the BaBar MoU requirements was made, see
http://www.gridpp.ac.uk/tier1a/board/doc/BaBar2007/
Plan B was ultimately supported by GridPP and PPARC (Table 1). This assumes no new investment in the RAL Tier A analysis facility hardware, with BaBar/GridPP support used to maintain the existing non-Grid infrastructure until the end of 2007 and run the Grid MC production on Tier 2 UK sites. Commitments for 2008 are subject to review by PPARC and the BaBar International Finance Committee.
	2007 Babar Tier-1 MoU Commitment

	CPU(KSI2K)
	Disk(TB)
	Tape(TB)

	300
	93
	275


Table 1: Babar 2007 MoU Commitment

2.4.2 WLCG

GridPP has advised WLCG that it can make the following MoU pledges to WLCG (Table 2). It is noted that the “planned to be pledged” figures are lower bounds prior to the outcome of GridPP3.
	 
	Disk
	CPU
	Tape

	 
	TB
	kSI2k
	TB

	2007 (pledged)
	640
	1300
	1080

	2008 (planned to be pledged)
	2790
	5220
	2070

	2009 (planned to be pledged)
	3720
	7380
	3930

	2010 (planned to be pledged)
	5510
	10490
	5710

	TOTAL
	449
	980
	664


Table 2: WLCG MoU Commitments 2007-2010

The 2007 commitment for disk and CPU capacity can be met out of existing hardware already delivered. A further purchase of tape media in FY07 will be necessary in order to meet the pledged 2007 tape capacity. Further purchases will be needed in 2007 to ensure that hardware for the 2008 MoU is in place in good time to allow integration and scaling tests. It was necessary to provide WLCG with estimates of planned future pledges for 2008-2010. These were provided on the basis of conservative lower bound estimates and do not reflect the experiment requirement as stated in the GridPP3 proposal. A more realistic estimate will be made once the outcome of the GridPP3 proposal is available.

3. Deployment Status 

3.1 Infrastructure

In February 2006, the existing 2*1Gbit UKLIGHT lightpath to CERN was upgraded to 4*1Gbit in preparation for Service Challenge 4. In August the CERN lightpath was upgraded again, this time to 10Gbit (our final planned capacity). An upgrade to the main site backbone routers to 10Gbit was also completed and the Tier-1 upgraded its own link to the backbone to 10Gbit. A 10Gb path was also established between the Tier-1 and RAL Tier-2 which was well used during CMS CSA06.  RAL’s connection to SJ5 was reschedule (by UKERNA) from 2006Q4 to 2007Q1 after UKERNA re-assessed the requirement and concluded that RAL required a direct, resilient connection to the SJ5 core in order to avoid contention between Tier-1 traffic and other Thames Valley Network traffic. 

The 6000 slot SL8500 delivered in December 2005 was successfully commissioned and was in full production operation by the end of March 2006. The new T10K drives were also received in March and were fully integrated into the ADS (legacy) tape service in Q2. The migration between the old and new tape robots went extremely well with less than a day of scheduled downtime and the old STK silo was switched off in 2006Q2. In July the SL8500 was upgraded to its maximum capacity of 10000 slots and the T10K drives were also integrated into the new CASTOR test system. Peak rates of approximately 80MB/s have been achieved to the individual drives and an average rate of 45MB/s was achieved during CSA06 over many hours (this is a little lower than the 60MB/s our long range planning expects).

Over a period of 9 months the test CASTOR system available in January 2006 was developed into a reliable pre-production service (7 disk servers) capable of supporting CMS’s CSA06. The service was available just in time for the start of CSA06 after a considerable effort by the CASTOR team over many months. The deployment of CASTOR was extremely challenging with many obstacles and setbacks encountered along the way. Major disruption to the test system usually occurred following routine upgrades to the CASTOR software; often several weeks development effort were lost before a stable system was re-established. The pre-production service was found to be able to accept data from CERN at greater than 200MB/s while sustaining over 160MB/s to four T10K tape drives – this exceeds our target nominal rate from the Tier-0 of approximately 135MB/s. The service is expected to scale well with additional tape drives and disk servers. Reliability was excellent (provided nothing was changed). In January 2007 CASTOR was declared to be a full production service and experiments were encouraged to begin migrating from dCache to CASTOR. One continuing area of concern is the difficulty deploying new CASTOR releases and we have been unable so far to upgrade the service since the end of CSA06.

Both CPU procurements carried out in the year have gone well and deployment has been routine. Price/performance of the recently purchased Intel Woodcrest servers has been particularly good and power consumption is better than expected. 

Recent disk deployments are also on target to meet planned WLCG milestones however difficulties were encountered with the disk delivery received in March 2006. Initially problems were experienced in the interaction of the Western Digital WD400YR drives and the Areca RAID controller. This was despite the fact that the drives were “Enterprise Class” drives specifically designed for integration into RAID systems and listed as compatible by the RAID controller manufacturer (the combination) had also been tested by the Tier-1 before delivery. Eventually it was found that the manufacturer had changed the drive chipset since the drive had been certified and tested by us, causing problems in the interaction with the controller. In August 2006 Western Digital agreed to replace all the drives for the more recent WD500YS which had the original (tested) chipset. During September the new drives were load tested but were found to occasionally be ejected by the RAID controller for no apparent reason. Western Digital staff carried out detailed diagnosis of the problem on-site over many weeks but found diagnosis difficult because of the need to generate sufficient integrated hours of testing because of the relatively low rate. Eventually the fault was traced to faulty drive firmware, triggered when the drive heads remained on one sector too long. In December an update was applied which entirely resolved the problem and the servers are being deployed to the experiments.

Reliability of the machine room infrastructure was good; however there were 3 incidents during the very hottest summer days when it was found impossible to run most of the lower machine room cooling units when outside temperatures exceeded 34C. Following these incidents the supplier of the cooling units made changes to pressure relief valve settings which will allow the units to run at temperatures in excess of the hottest summer days that we expect to experience. The service also ran at risk during the 12 day Christmas/New Year holiday period but occasional interventions were made by a number of staff and downtime was kept to a minimum. Nagios now provides the main production monitoring service, replacing the old SURE service.

3.2 Grid Service Development

Two major new services were deployed during the period:

· CASTOR became a full production service in January 2007. Following discussion at the GRIDPP UB and Tier-1 board it was confirmed by the Tier-1 board that experiments were encouraged to migrate from dCache to CASTOR as soon as possible and that dCache would be switched off at the end of June 2007.

· Distributed Deployment of Database (3D) became a full production service in October 2006. The Tier-1 supports two experiments for 3D, Atlas and LHCb, each receiving database data from CERN using the Oracle Streams technology. The current implementation has a two-node Oracle cluster for each experiment. The requirements for disk usage continue to evolve over time as the experiments harden their requirements for 2007. The Tier-1 continues to work with CERN and the other Tier-1 3D sites to optimise tuning, backup and monitoring requirements for the service.

Other than the above, the main focus of the Grid Services team efforts was to maintain stability and improve reliability for the experiments taking part in the experiment Service Challenge 4. In May WLCG started running Site Availability Monitoring (SAM) and this has become an increasingly useful tool for monitoring availability. SAM carries out a range of tests of the Grid services available at a site – for example by submitting test jobs, moving files and so forth. The WLCG target rate for 2006 was 88%. RAL (Table 3) failed to meet this target rate from May until September (as did the majority of Tier-1 centres), load related problems were experienced on dCache, the CE/BDII and various other systems and services. In October work on improving reliability was prioritized and work began to systematically address reliability issues on individual services. High priorities were assigned to reliability issues in the team’s task list and at least 7 specific changes were introduced ranging from upgrading hardware capability, separating services onto different hardware, reducing the maximum size of network buffers, introducing automatic restart scripts and other system and service tuning. 

	
	%Availability for RAL-LCG2 compared to average of 7 best Tier-1 sites +  CERN

	
	May 
	June
	July
	August
	September
	October
	November
	December

	RAL
	68
	76
	73
	59
	69
	77
	89
	89

	Average
	81
	79
	82
	85
	83
	81
	88
	88


Table 3: RAL-LCG2 Availability

It has been disappointing that on several occasions it appeared that we had resolved all outstanding issues impacting availability only to find new problems occurring soon afterwards. This is almost certainly caused by the evolving nature of the experiment workload and the gradually increasing scale of the Tier-1 service. It demonstrates the need for a continuing build up in capacity and for the experiments to exercise the full range of processing tasks planned for the Tier-1. Farm occupancy remained high through many periods where LCG availability was relatively poor as input queues buffered CE downtime. 

3.3 Service Challenge Status

Between January and March 2006 the Tier-1 took part in GRIDPP’s Tier-2 network load tests.  Aggregate throughput tests were carried out (both inbound and outbound) in March with a target rate of 1Gb/s inbound and outbound from RAL feeding multiple Tier-2 sites. Outbound tests met target rates (Figure 3); Inbound tests failed to meet the target rate and instabilities in FTS were also encountered (subsequently fixed by upgrade reconfiguration and database tuning).
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Figure 3: Aggregate rate from RAL to Tier-2s during March 2006 throughput test

These load tests also highlighted a major problem at the RAL site firewall which was found to regularly “crash” once network rates at the site perimeter exceeded 800Mb/s. This problem was corrected in August when a firmware update was received from Netscreen. A network architecture for the Tier-1 connection to SJ5 has been agreed with the RAL network group that will allow traffic to/from the Tier-1 storage element to bypass the firewall. 

In April the Tier-1 took part in SC4 throughput phase I and met its agreed average data rates (150MB/s) for several complete days and was considered by LCG to have been a satisfactory participant; reliability was good. Although we delivered satisfactory performance, it was not clear that we could increase performance further because of hardware/os constraints, load balancing problems and the overhead of running an intermediate layer of gridftp servers necessary to support the dCache architecture. Because of hardware performance limitations of the legacy ADS tape service (used for the dCache tape back end) it was not possible to exceed 75MB/s to tape. It was not felt to be worth enhancing dCache performance further as effort was better spent ensuring the CASTOR deployment succeeded. 

Once the experiment phase of SC4 commenced, load related issues began to impact reliability of the dCache service. Despite these problems RAL made significant contributions to the service/data challenges of Atlas, CMS (CSA06 is described above in the infrastructure section above) and LHCB. During 2006 RAL was the second largest (of the Tier-1s) contributor of CPU to the project contributing 17.2% of total delivered Tier-1 CPU hours (Figure 4). 


Figure 4: Tier-1 contribution to 2006 WLCG CPU Usage (RAL 17.2%):

4. Security

There was one moderate security incident during the period. This was part of a much larger global incident within the Particle Physics community. Unauthorised access to the Tier-1 was obtained using a stolen password, however we do not believe that root privileges were obtained and we have no evidence to suggest that the Tier-1 was used to access other PP sites. Unfortunately the service was disrupted when it became necessary to reset and re-issue all passwords as a precautionary measure. Careful forensics at many sites built up a picture of the web of compromised sites but no clear source was identified. This incident demonstrated that WLCG’s incident management process basically worked well, and disclosure by the sites was good. The Tier-1 also participated successfully in a UK/I ROC security challenge.

5. Outlook

The key priority during the first half of 2007 will be to establish a fully operational storage infrastructure at the scale necessary to meet 2007 target rates. 

· The CASTOR service will need to be scaled up from 7 to over 70 disk servers, 

· More complex I/O flows will need to be sustained simultaneously (receiving data from the T0/T1s and feeding the T2s and work needs to be completed to understand data flows and design a “bespoke” storage architecture for each experiment.

· (re)processing from tape needs to be tested as does event stripping 

Further work will be necessary to improve reliability, automation and monitoring and put in place an on-call system that will allow us to meet target rates for availability.

An upgrade to SL4 and gLite may also be required although no firm date for this exists yet in the WLCG planning. This is becoming an area of increasing concern as a major upgrade so close to LHC startup may carry significant risk.

Later in the year the focus will need to remain on maintaining reliable services while continuing the hardware expansion in preparation for 2008.




Figure � SEQ Figure \* ARABIC �1�: Total Wall Clock Time per Month (KSI2K months)





Figure � SEQ Figure \* ARABIC �2�: Average job efficiency (Total CPU/wall time)
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