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1. Introduction

This document is an update of some of the performance metrics related to deployment progress and utilisation of Tier-2 resources. 
2. Deployment progress
GridPP sites have continued to deploy CPU resources such that generally MoU pledges are being met. Figure 1 shows the trend in available CPU slots while Figure 2 indicates resources on a site by site basis and Figure 3 shows how closely the deployments match the pledges of resources agreed for September 2006.
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Figure 1:  The number of job slots published by GridPP (the major contributor to the UKI region) as a function of time for the period up to December 2006. This information is from “gstat” which relies on values published in the grid information system. The values each day are averages for that day. Fluctuations are seen when there is a problem with the publishing mechanism – not necessarily a site problem.
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Figure 2:  The KSI2K being delivered by each Tier-2 site at the end of Q4 2006.
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Figure 3:  The percentage of the pledged resources for September 2006 that are being delivered as of the end of Q4 2006. 
Figure 3 shows a few sites of particular concern. Two sites are clearly well below their expected contribution but in both cases progress is being made to address the situation. In the case of Oxford the physics department has for some time been negotiating a new computer room. The additional CPU will be in place by later this year. Bristol now has the resources on site and these are being commissioned as part of a shared facility, they should become visible over the next few months. The Glasgow situation is not as overly favorable as the plot suggests in that while currently the whole of a new cluster is available to HEP, in the near future only a portion of that cluster will be for HEP usage bringing the Glasgow contribution closer to the pledged amounts.
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Figure 4:  The disk resources available across GridPP Tier-2 sites as a percentage of the space pledged for September 2006. 

Figure 4 shows the more worrying situation with disk. Only three sites are clearly at or above the levels pledged for September 2006. RAL PPD is a fourth site that is really in this category but appears slightly under because of a sizeable fraction of its procurement being used by the Tier-1. In several cases the situation is not as bad as it may appear because the disk is at the site but not commissioned either because the site sees no urgency (given the continued under use of disk – see Figure 9) or the disk is deployed but the disks are not yet visible to the site SRM. Manchester and Bristol fall into the first category and QMUL into the second. Liverpool also falls into the second category as it is being affected by internal network problems. Many sites, such as RHUL and Edinburgh, are currently in the tender process and expect to have more resources soon. Many Tier-2 sites expect to have storage at the 100TB level by the summer and before then the storage group in conjunction with sites like Glasgow need to confirm that DPM is able to cope with such large disk pools.

2. Use of resources

GridPP has remained a significant contributor to WLCG resources and this is reflected in the results of the experiment data challenges during 2006. Figure 5 shows the variation in the load on the CPU clusters from June 2006 – as it is based on Resource Broker log information it does not show the (large) additional contribution from ATLAS Condor-G submitted production jobs though these are taken into account in the APEL accounting data used in later plots. Figure 6 shows the cumulative contribution during the whole of 2006.
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Figure 5: Running jobs on GridPP resources as a function of time since June 2006. The major VO usage has come from the LHC experiments plus Babar, D0 and Zeus. 
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Figure 6: Cumulative normalized CPU time provided by GridPP resources during 2006.
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Figure 7: An estimate of CPU utilization based on published information about jobs slots available and in use – there is a point for each day and the point is an average of the situation for that day. 
The number of GridPP job slots rose to over 6500 during Q4. The capacity made available was used on average at close to the 60% level. Figure 8 provides a site by site view on utilization based on published KSI2K for the site and the used wall clock time recorded by jobs in APEL records.
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Figure 8: Site CPU usage for Q406 as a percentage of what was theoretically possible at each site if there was no downtime and the site was able to remain full of jobs (this factor depends somewhat on external factors but can be influenced by such things as supporting a wide range of VOs and making data sets available on local storage as LT2 sites did during CSA06). The APEL data for each site is being checked.
There are some things to note from Figure 8. Firstly there is still plenty of unused CPU capacity, (though at the time of writing one third of the way into Q1 2007 it is evident that usage is picking up and averaging around 75%-80%). Even if sites were 100% available during the period and passed all site availability tests, they would not remain full of jobs. Secondly the biggest increase in utilization was seen within the London Tier-2 (LT2) which came as a direct result of a number of its sites actively participating in the CMS data challenge for which data sets were put on local disk for analysis jobs to make use of later. Sites which appear to be quite poorly used may in fact be the victim of incomplete accounting records being published (as may be the case for Manchester and RAL PPD where incomplete records were published after a CE upgrade in early December) or influences of large scale site changes (such as in Cambridge where the sever room was changed during the quarter taking the site off for a significant period). The results shown only take account of resources pledged for LHC grid-based computing.
APEL accounting data records both the wall clock and CPU time associated with a job run on a cluster. This information allows the efficiency of jobs to be calculated. For 2006 the following can be noted. London Tier-2 had a drop in ATLAS efficiency in October/November. CMS and LHCb remained high throughout the year and had an average VO efficiency of 80%. ScotGrid saw the ATLAS efficiency peak in July, CMS dropped slightly after September and LHCb dropped in November but recovered in December. The average VO efficiency for ScotGrid was 77%. SouthGrid which had an average efficiency of 83% saw ATLAS efficiency peak in June and July. CMS remained high (>89%) for most of the year with a slight drop in December. LHCb remained high throughout the year but saw a small improvement in September/October. Finally NorthGrid had a drop in ATLAS efficiency in October as did CMS for both November and December. LHCb saw a gradual improvement during the year. NorthGrid appears to have an average VO efficiency of 53% for 2006 with the ATLAS and Biomed showing  some particularly low periods of efficiency. One repeating factor is the decrease in efficiency towards the end of the year and this is most likely due to new things being tried by several VOs after the successful data challenge work. Another important factor is the increase in analysis type jobs that require more data access. 
There have been some marked increases in deployed disk resources and the current status is shown in Figure 9. Efforts have been made to work more closely with the experiments to improve usage of the disk (for example Imperial for CMS and Lancaster for ATLAS) but there is still a large under use. There are several reasons for this including the impact on ATLAS of the disk shortages at the Tier-1 (this prevented more data being transferred to sites during the ATLAS Distributed Data Management tests), the stability of SEs and the availability of SRM v2 functionality. Some sites also provide disk in a way which needs more testing – Manchester for example has the disks on worker nodes and has not yet configured a resilient dCache setup over them. On a positive note the rate of Tier-2 disk usage has seen a marked increase since the beginning of December. Ensuring better availability of SEs is a matter the deployment and storage teams are addressing with some urgency. 
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Figure 9: Disk deployed at sites and the total used disk at each site at the end of Q4 2006. 
A useful metric that indicates the take up of grid usage is the number of registered and active users across the sites. For this purpose Figure 10 shows the number of active users of the (representative) RAL Tier-1 and the evolution over the year. From this we can conclude that use of the grid is increasing but we have not yet seen a major shift indicating that general users have not yet moved to doing analysis on the grid. This is known from other sources and is largely due to the non-availability of stable software releases from the experiments and/or too little data available at sites for analysis. The January WLCG workshop revealed that this situation is expected to change over the next 3-6 months and our infrastructure needs to be tested ahead of this time. Dedicated user area tests are going to offer sites much needed information about problems in site configurations. Questions currently being explored include how the average user (i.e. not production) reports problems they encounter and how site configurations must change to provide production users with the priority they need ahead of VOMS groups and roles functionality being available in the grid middleware. 
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Figure 10: The number of active users across the quarters of 2006 as shown by the number of unique certificates seen in the gridmapfile at the RAL Tier-1. Users with UK certificates make up about 20% to 30% of the total. The number of registered users increased from 1831 in Q2 to 2726 in Q4.
3. The status of monitoring
CPU Accounting
CPU accounting was well advanced at the time of the last report and will not be discussed here. Data can be accessed here: http://www3.egee.cesga.es/gridsite/accounting/CESGA/egee_view.php 

Storage Accounting

There has been good progress in the area of storage accounting. UK sites are among the first in WLCG to be publishing automatically their total and available storage capacities. There remain issues with how shared disk is accounted (most sites enable many VOs across the same resources as it is inefficient to give specific allocations at the present time, when the data is reported it is then reported as available in several places leading to double or more counting) and some presentation challenges for the data (the information is not always published reliably by the information service leading to gaps in the plots). An example view of data for NorthGrid sites on 25th January is shown in figure 10. This is still a prototype mechanism but will become the definitive source of WLCG accounting data in the months ahead.

[image: image7.png]20

10

Scale 10% 1B

0
i

mpheno

Bops

W oridpp

u 12:00

Btk
o babar

Used Disk Storage (1TB = 106 MB)

Thu 16:00  Thu 20:00  Fri 00:00  Fri 04:00

matlas
CES

m fusion

Walice mdtean msixt Hlhch  mhone
mcdf Dbioned Omagic Ddzero Ogeantd

Fri 0800

meanmace  ilc

Ozeus

B ptanck




Figure 10: Used SRM storage across NorthGrid sites for 25th January 2006. 
The prototype for this display is here:
http://goc02.grid-support.ac.uk/accountingDisplay/view.php?queryType=storage&Path=1.3 
CIC monitoring
The CIC portal has undergone two main revisions since June 2006 and the collection and display of metric information has much improved. Metrics generally use data provided by the Site Availability Monitoring tests (previously Site Functional Tests) the results of which can be seen here (certificate required): https://lcg-sam.cern.ch:8443/sam/sam.py?sensors=CE&regions=UK_Ireland&vo=ops&order=SiteName&funct=ShowSensorTests. There remain concerns about the accuracy of all test results as in many cases a central problem is flagged as a failure at many sites – this is the case where the test relies on some service not at the site such as for replica management where the remote SE may not be contactable. 
The archive now provides a web-form to initiate searches of the data in areas such as hours of scheduled downtime, relevance of the test results and numbers of hours a given site or service failed a particular test.  For Q406 as a whole the UK sites collectively achieved about 90% availability (see Figure 11). A better view of this data will show percentage availability and will be weighted by the KSI2K available at a given site (until reliable SAM based benchmarking is introduced it is unlikely that such views will be used).
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Figure 11: Aggregate availability of UKI sites (predominantly GridPP) during Q406. The hours of unavailability (shown in red) can be due to sites being down or failing of the site tests. Results are binned weekly and therefore total hours in the monthly view can vary even if the contributing sites remain the same. 
Experiment monitoring

There have been a number of activities to improve the integration of experiment and infrastructure monitoring. Experiments now have the ability to add their own tests to the site functional tests run against sites. LHCb for example does this and problems found are raised as GGUS trouble tickets which provide a link to the logs indicating the site problem. There are also independent efforts to improve site availability for a given VO. Recently in the UK,  ATLAS has produced a basic set of tests (which may be integrated with the SAM framework) http://hepwww.ph.qmul.ac.uk/~lloyd/atlas/atest.php that probe the configuration and thus usability of a site from a normal users’ perspective. It is still early in the use of such tests and they reveal many problems that need following up (see the Tier-2 report). 
There is now dedicated effort within WLCG to pull together the various monitoring which has been developed (including the now much evolved harvesting of RB data by Imperial College (http://gridportal.hep.ph.ic.ac.uk/rtm/)) and a WLCG dashboard is being created: http://dashboard.cern.ch/. 
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