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Introduction

The User Board is the main forum for the GridPP user base, with each experiment providing one or more representatives. It acts as a conduit for communication between the User, Development and Deployment communities, with the GridPP Applications Coordinator and Deployment Coordinator invited to all meetings. The UB meets quarterly in order to review the allocation of computing resources between experiments, and the quarterly reporting on applications-related effort. 
Since the last Oversight Committee, three meetings have been held: a joint meeting with the Deployment Team in March 2007, a F2F/phone meeting held in June 2007, and a meeting held by videoconference in September 2007.

Resource Requirements 
A key role of the UB is to review the large-scale computing requirements of the experiments and other projects. These have to be balanced against the anticipated profile of hardware procurements and the resources available from GridPP funding and elsewhere.
It has also been necessary to ensure an underlying ramp-up of resources through the year to meet the UK commitments to the LHC experiments in preparation for real collisions. This has been complicated by the changing LHC schedule and the cancellation of the Engineering Run at the end of 2007. As well as the quarterly capture of experiment requests, a “forward look” for one year has therefore been kept under continuing review.
2007 Tier 1
http://www.gridpp.ac.uk/eb/UK2007/tier1expts2007sept07.xls
From this, it can be noted:
· CPU provision has met demand through the first eight months of 2007. The final quarter is more challenging with data challenges expected from ATLAS, CMS and LHCb, but should be accommodated through over-allocation.

· The disk position has been good throughout the year with the final quarter demand consistent with the anticipated procurement in early 2008.
· Tape capacity has seen a significant improvement this year with media and drive purchases and the organisation of framework agreements.  The repacking of data in Castor can sometimes make it difficult to monitor the tape occupancy of experiments.
It is worth commenting that, from the points of view of the experiments, the limiting factor has often been the availability of a working mass storage system, rather than capacity. The problems of deploying Castor are recorded elsewhere (for example, the Tier 1 report GRIDPP-PMB-124-Tier1) and will not be repeated here, but this has certainly been a challenging period in this respect. 

2008 Tier 1
http://www.gridpp.ac.uk/eb/UK2008/tier1expts2008v2.xls
This preliminary plan shows the anticipated evolution of the experiment profiles for the Tier 1 centre through 2008. This is effectively constrained by the GridPP3 hardware planning for the year (funded at the 85% level). One challenge will be how to meet the expectations of legacy and non-LHC experiments. This profile will be tuned as the final schedules and requirements are established for the full dress-rehearsal (FDR) tests, the common computing readiness challenges (CCRC) in February and May, LHC turn-on and finally real data taking. 
Tier 2 Centres

The equivalent profiles for the Tier 2 centres can be found at:
2007 Tier 2
http://www.gridpp.ac.uk/eb/UK2007/tier2expts2007sept07.xls
2008 Tier 2
http://www.gridpp.ac.uk/eb/UK2008/tier2expts2008v2.xls
Resource Allocation

For reference, the Tier 1 allocations to experiments can be found at:

http://www.gridpp.ac.uk/eb/tier1allocs/tier1allocs2007Q1.xls
http://www.gridpp.ac.uk/eb/tier1allocs/tier1allocs2007Q2.xls
http://www.gridpp.ac.uk/eb/tier1allocs/tier1allocs2007Q3.xls
http://www.gridpp.ac.uk/eb/tier1allocs/tier1allocs2007Q4.xls
Details of deployed resources are updated every month at http://www.gridpp.ac.uk/tier1a/schedule.xls.
Experiment Data Challenges

The LHCb Data Challenge DC06 began in May 2006 with multiple aims including testing the complete experiment computing model and Grid framework, as well as producing Monte-Carlo data for the LHCb physics book. The simulation phase finished in March 2007 with a record of 9715 simultaneous simulation jobs running on 70+ sites was achieved on 28 February. There have been several reconstruction phases (the latest starting in August 2007) at the six external Tier 1 centres, including RAL, with up to 500 jobs running simultaneously.  Raw data has been replicated from CERN to the Tier 1 centres using gLite FTS and the required rate of 40MB/s has been sustained. Further DAQ-To-T1 throughput tests are scheduled for later in the year.
At the time of writing, the CMS data challenge CSA07 is underway with load testing of data transfers into Castor at the RAL Tier 1. This will be a significant test of the Castor system and members of the experiment have worked closely with the Tier 1 staff to tune the performance of the system.
ATLAS is running a series of commissioning tests using comic ray data starting with M3  in July, through M4 and M5 tests, and finally with M6 running from December to eventual real data.  These will be accompanied by full dress rehearsals in October and February. Currently, ATLAS is using a Castor 2.1.3 instance for their tape data and dCache as the disk-only solution.  It is anticipated that this complication will be removed once Castor 2.1.4 is deployed, but the migration from dCache will then have to be faced.

A Cosmic Ray Event from ATLAS
The global CPU efficiencies at the Tier 1 centre continue to fluctuate month-by-month for each experiment and the overall average for 2007 is currently ~70%. Inefficiencies are normally explained by data access problems and figures of over 90% are observed under smooth conditions. 

Migration to Castor

The successful migration from the dCache storage system to Castor is obviously seen as an important milestone by experiments. This is discussed in detail elsewhere (see Tier-1 Report GRIDPP-PMB-124-Tier1). However,  it is worth noting that the setting up of weekly technical meetings with the experiments and the deployment of separate instances of Castor 2.1.3 for ATLAS, CMS and LHCb have both contributed to the progress made on this front. 

It was also agreed with the experiments that 6 months notice would be given before the dCache service is ultimately closed.
ATLAS
ATLAS has been engaged in series of exercises of increasing complexity to exercise the computing model and required tools. Extensive testing of the data storage at RAL was not possible until the disk purchase problems were resolved. The intention at that point was to migrate to Castor, but it quickly became evident that the version then available was not sufficient to meet the requirements. We have therefore had an evolving set of end-points, with the disk-only storage currently provided by dCache and the large file storage provided by Castor. In parallel, we have been using test endpoints for high-rate ‘Tier 0’ tests using the latest available castor version, for debugging and to establish if the service is sufficient for the ATLAS use cases and for that data class.

Castor 2.1.4 has just become available for testing, and this is now to be used for our next Tier 0 test, labeled OT0 below. It is hoped to then be able to move the production end-points fully to Castor 2.1.4 by the next cosmic data running period, labeled M5 below. There will then be a further ‘Tier 0’ test, labeled NT0 below. Full dress rehearsals that will run all elements of the computing model together at once will begin in February 2008, and April/may 2008 will see simultaneous testing with CMS and LHCb.

Plans to end 2007

OT0 - T0 Test 

4 Oct – 21 Oct at nominal rate (800Mbps to RAL), transfers from T0 to the T1s

RAW to t1d0

ESD/AOD to t0d1

Files can be deleted after a day (they are not catalogued). Copies onward to T2s are at local discretion, but note the data is not catalogued. 

M5 Cosmics 

23 Oct – 5 Nov

Full transfers expected 27 Oct to 5 Nov

NT0 - T0 test i

Mid-late November, time to be requested by the UK based on our Castor testing requirements. 

As with OT0, but also test at twice nominal rate for 12 hours to each Tier 1

There will also be another dedicated test where a disk system is deliberately filled to test the CASTOR behaviour. This period will not count towards the availability metrics listed below.

Proposed metrics

Metric: Availability, to be reached by 1 Dec 07

95% availability during the exercises: no more than 2 days scheduled downtime; no more than 6 hours continuous unscheduled down time during running periods.

Metric: rate to reach 100MBps for 12 hours at a time by end October

Metric: rate to reach 200MBps for 12 hours by end November.

Metric: CASTOR in use for all data classes and demonstrated to twice nominal rate by end November.

CMS
CMSUK has been working closely with the RAL storage and Tier-1 groups for around eighteen months in the testing of CASTOR. Considerable progress has been made during that time, in the technical delivery of the system, in the understanding and communication of the CMS requirements, and perhaps most importantly in the day-to-day collaboration in the operation of the system. CMSUK staff continue to interact on a daily basis with their RAL counterparts.

The CASTOR system, when first deployed, was quickly demonstrated not to be fit for purpose. This was to be expected, since CASTOR is a necessarily complex system to deploy and operate, and is still under active development. By the time of the main CMS data challenge in 2006 (CSA06), impressive results were obtained from the system in terms of sustained throughput. This was at the expense of significant staff effort on all sides, and could not have been sustained for much longer than the month of the data challenge. However, it provided a proof-of-principle demonstration for both CMS and other collaborations that CASTOR was a potentially viable solution.

After CSA06, however, the reliability of CASTOR deteriorated very seriously, to the point where the Tier-1 could no longer function as an active CMS computing centre; unlike LHCb and ATLAS, CMS had elected in mid-2006 to place all storage resources into CASTOR in order to ramp up the use of the system as fast as possible and carry out realistically scaled tests. If CMS had not done this, it is arguable that CASTOR deployment would have been seriously delayed for all experiments; however, it left us with no fallback position. In response to these problems, a series of measures were taken by RAL. Principal amongst these was to address the relationship with the CERN CASTOR development team, perceived to be a major source of the difficulties. A new CASTOR version was also put into place, addressing some of the most serious technical problems. On the CMS side, a series of target metrics for CASTOR performance, reliability, robustness and functionality were defined. It was agreed that these metrics, after review, would form a target to be reached by early 2008; the first review of the metrics will take place after the current data challenge, CSA07.

At the time of writing, CASTOR is operational for CSA07, albeit without all the final functionality required for data taking. It has attained a satisfactory level of robustness and performance at the scale we are testing. Operational and configuration management by the RAL team, and liaison with CMS on a daily basis, has been exemplary in the face of technical difficulties even in the last few weeks. It is now clear to CMS that RAL is at the vanguard of CASTOR deployment, identifying issues that have not yet been observed at CERN. The main concerns for CMS are now in the following areas:

· Achieving continuous stable operation and support of the system with limited staff, simultaneous with growing use by other experiments.

· Availability of comprehensive monitoring and debugging tools that allow CMS to proactive diagnose and understand throughput issues without daily interaction with CASTOR experts; and definition of effective support routes when problems do arise.

· Ensuring stability of the system as new features and interfaces are put into place during the next round of upgrades.

· Achieving sufficient safety margin in performance with the close-to-minimal hardware configuration allowed by GridPP funding.

· Demonstration of sufficient tape throughput to support the CMS computing model even in the face of sub-minimal disk provision.

· The possibility of Tier-1 specific functionality being required within CASTOR which is not a priority for CERN developers.

We observe that many of these issues are basically organisational in nature, and that the rest depend upon confidence being attained through testing of the system at a substantially increased scale in preparation for data-taking. To this latter end, it may be necessary to inaugurate a set of UK-specific storage and data transfers tests with T2 centres inside and outside the UK, with simultaneous internal workload. CMS already has in place all the load generation and monitoring tools to support such a test.

LHCb
The reconstruction and stripping phases rely heavily on accessing data from the mass storage system, but due to the ongoing nature of DC06 there has been limited opportunity to test Castor in a production environment. The ideal slot would have been at the start of 2007, but, as documented, the Castor deployment at that time (version 2.1.2, single instance) was not usable. A separate Castor instance for LHCb based on version 2.1.3 only became available in mid-August. So far, LHCb has therefore had to commit to using dCache as the production MSS for RAL and had to postpone any migration to Castor.

A few basic tests of Castor have been made to confirm the validity of the SRM endpoints and the basic functionality. These will be extended to include some bulk data transfers and tuning of the LHCb instance. A reprocessing exercise will take place in December 2007, which will probably be the last major opportunity for LHCb to perform a production-scale test and also allow for data migration prior to data taking in 2008. This will require Castor version 2.1.4 to be deployed (currently scheduled for mid October) with the true disk capability demanded by the computing model. 

Other Issues
Grid Only Access

A timetable to end non-Grid access to the Tier 1 centre has been agreed by the experiments and with the Tier 1 Board. First, each experiment will establish that Castor 2.1.4 is a stable Grid storage solution, then each experiment will test User Interfaces (UIs) on other computing clusters, the PBS “qsub” command will then be withdrawn in January and direct logins to the Tier 1 will be disabled (except for special cases) from February.  The detailed plan can be found at http://www.gridpp.ac.uk/eb/ubnongridsep07.pdf.

Experiment-Deployment Liaison
At the joint UB/Dteam meeting held in March, one of the themes was how to improve communication between the Tier 2 centres and experiments. As a consequence, experiments are now invited to the weekly Dteam meetings and this has greatly improved the information flow and assisted with problem solving. Some of the Tier 2 centres (e.g. London) also now routinely invite experiment representatives to their meetings.
Migration to SL4
The timeline for migration between the SL3 and SL4 releases of Scientific Linux at the Tier 1 centre was agreed with the full consultation of the experiments. A new SL4 CE with 20% of the batch capacity was deployed during the first week of August. A few teething problems running SL4 versions of their production software were initially discovered by experiments, but all experiments now appear capable of migrating to SL4 on a short timescale. CPU allocations are being increasingly shifted into SL4 as the hardware is migrated.

64 Bit Applications
With the availability of new hardware architectures, the experiment attitudes to running true 64-bit applications (as opposed to 32-bit applications running in compatibility mode) were surveyed (http://www.gridpp.ac.uk/eb/ub64bitaug07.doc). This was not seen to be a priority by most experiments with only the MINOS experiment making a firm statement that they plan to move to 64 bit computing as soon as resources become available.
AFS
The future requirements for the AFS cell at RAL (/afs/rl.ac.uk) were discussed at the September UB meeting. The BaBar experiment would be particularly hit by the closure of the AFS service and be unable to continue physics analysis and computing activities on UK facilities. Following input from the UB (http://www.gridpp.ac.uk/eb/ubnongridsep07.pdf), the Tier 1 Board agreed that the AFS service should be continued for BaBar until 2009.
Non-LHC Experiments
There continues to be pressure from communities to meet services and requirements which were not strictly covered by the original GridPP remit. One example is the AFS service (not essential to the Grid enabled LHC experiments) mentioned above. Another example is the specialized model and requirements of projects like UKQCD (http://www.gridpp.ac.uk/eb/UK2008/UKQCDrequirements.pdf).  In addition, the smaller experiments (such as MINOS and MICE) and future experiments (such as T2K and ILC) bring with them emerging expectations and demands as they transfer to the Grid. Whilst all attempts are made to accommodate requests, this will place a continuing strain on GridPP resources and there should perhaps be a separate mechanism for reviewing and dealing with some of them.    
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