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Introduction and Overview
Since the last Oversight Committee, the programmatic review was undertaken and reductions were made to the GridPP3 project; the Combined Computing Readiness Challenges took place; the Tier-1 hardware resources have increased by a factor of three; and the LHC was switched on and then switched off in September. Underlying all this, GridPP has continued to develop, deploy and manage the UK Grid in the context of WLCG and has moved into the third phase and eighth year.
The net outcome of the Programmatic Review was a further reduction in the funding for GridPP3 of £1,240,000, in addition to the £1,270,000 of GridPP2 funding that was previously withdrawn. The review started in the autumn of 2007 and concluded in July 2008, allowing GridPP to anticipate the outcome to some extent and make savings, primarily by delaying the start of a number of new posts in April 2008. As a consequence of this, and because of subsequent delays in getting approval for new hires at RAL, some WLCG milestones were delivered late. The GridPP3 financial plan was reformulated within the new limits and provided to STFC in July 2008. Details are given in GridPP-PMB-133-Resources.
The Combined Computing Readiness Challenges (CCRC08) took place in two phases in February and May 2008 and enabled most aspects of the Computing Models of each of the experiments to be tested at the nominal transfer rates. As the name suggests, the goal was to do this simultaneously, but due to various problems, the overlap was only for limited periods. Nevertheless, the exercises were, on the whole, very successful and the UK performance was very good. More details are given in later sections of this paper. 
During this period, significant new hardware was deployed at the Tier-1 and brought on-line by the end of April, in line with the WLCG milestones. An on-call system was deployed to provide 24-hour support and, over several months, the number of call-outs was systematically reduced to a manageable number. This has required the introduction of considerable documentation, monitoring and automation, but many faults on evenings and weekends that might otherwise have had to wait for the next working day are now rectified in less than 2 hours. In preparation for LHC data taking much work has taken place to ensure service resilience (see GRIDPP-PMB-SERVICE-RESILIENCE.DOC. Figure-1 clearly shows the improvement in terms of the measured Reliability and Availability both in an absolute sense and in comparison to other sites.
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Figure-1: Reliability and Availability for RAL compared to the average and to the top-8 Tier1 sites worldwide.
The main issue at RAL at present is once again CASTOR: Although performance was good during the CCRC08 exercises, the requirement to upgrade to a supported version (2.1.7) in August caused considerable problems despite extensive testing. The situation has now improved and a Storage Review at RAL in November addressed plans for the future.

Following the conclusion of GridPP2, a new Memorandum of Understanding was established between GridPP and the 17 Tier-2 institutions, which defines the resources and service levels to be provided in return for hardware and manpower funding via the GridPP project. By the end of Q308, the UK Tier-2s  were well on their way to meeting the 2009 pledges and had provided 231% of the CPU and 102% of the disk defined in the MOU for 2008. Although many sites have experienced problems at one time or another, the distributed and hierarchical nature of the Tier-2s has provided a good service to the experiments. The reliability and availability plots shown later in this document show rising trends which are now starting to exceed 90%. The Tier-2 manpower provided by GridPP has proved to be essential.
The three larger LHC experiments have made extensive use of the UK Grid infrastructure in the past year, both during the CCRC08 exercises and during their experiment-specific challenges. For CMS, the UK parts of the CMS computing system have, in general, performed well. This includes the Tier-1, dedicated Tier-2 sites, and other Tier-2 sites used in an opportunistic manner. CMS believe that their computing system is close to being as fully tested as it can be in the absence of collisions data. ATLAS’s experience has been more mixed in the last two quarters, with particular issues arising from CASTOR and disk failures. LHCb’s computing model is more focused on the Tier-1 and despite a few problems with CASTOR, RAL has so far been regarded as the best LHCb Tier-1 worldwide.
The delay in commissioning the LHC removed a potential 52 days of running this year. The tentative revised schedule shows collisions by the end of July and there is still a strong possibility that the integrated data taken by the end of 2009 will still match the original planning. For that reason, the WLCG Management Board strongly urged that there should be no delay in procurements to meet the April 2009 pledges. Subsequently, the worldwide financial crises has caused large changes in the US exchange rate and GridPP has seen evidence of increasing hardware costs, which means that there is no clear benefit in delaying purchases and GridPP is currently procuring hardware at the Tier-1 to meet the 2009 pledges. Handover of the new building at RAL has been delayed from September to December 22nd but there is still time to make an orderly transition, albeit with a much reduced safety margin. 

The GridPP3 Project Map has been developed and currently contains 363 milestones and metrics. There is a strong emphasis on defining a high level of service through challenging metrics and currently 190 meet, or are close too, their targets. Of the remaining metrics, 32 currently fail to meet the level required in the long term and 22 are not yet measurable. Of the milestones, 22 have been met, 7 are overdue, 6 have been suspended and the remaining 80 are not yet due.

The GridPP financial planning has been adjusted to meet the new funding constraints and updated with information gained in the current round of hardware procurement. Recruitment delays due to the programmatic review at the Tier-1 have both helped the financial situation and caused considerable concern; however the delay of the LHC has provided an opportunity to ensure full effort in time for data-taking. Recruitment at the Tier-2s has also been slow in a few cases but this has been more than compensated by substantial un-funded effort from the institutes. 
LCG Status
The highlights for the LCG project in the year since the last report to the Oversight committee are the two Combined Computing Readiness Challenges that took place in February and May. Prior to the first of these challenges, the deployment and configuration of the SRM v2.2 interface to mass storage systems (late delivery of which was mentioned as a concern in the previous report) was achieved at all of the Tier1 sites according to a plan agreed in December, and most Tier2 sites had also upgraded. During the May exercise all experiments were working in parallel for a 1 week period during which the WLCG service demonstrated the ability to sustain the required data export rate from the Tier0, reaching a sustained data export rate of more than 2GB/s for a 24-hour period. One area that was not fully stress-tested was the reconstruction at the Tier1s, although this is now starting to take place.
One element contributing to the success of the CCRC exercises was the continued improvement in reliability at the Tier1 sites with the average reliability of the 8 best sites exceeding 98% in most months and the average reliability of all sites exceeding 95%. However, these reliabilities are still as measured by the "ops" VO and mask instabilities (such as RAL problems with the CASTOR databases in August) that affect individual LHC experiments. Consequently the project is now publishing the VO-specific reliability tests on a regular basis.

Across all sites, an average of about 4 incidents per month have been leading to a service interruption serious enough to impact ability to achieve the MoU commitments for service reliability.  An analysis of the "post-mortems" highlights power & cooling infrastructure and mass storage systems as the two areas of concern. Planned upgrades (such as the new Computer Centre at RAL) will help improve the first of these areas and the project is proactively fostering improved communications within the different storage system communities (principally CASTOR and dCache at the Tier1s) to ensure wider understanding of recommended configurations and best practice for operations.

In the last report to the Oversight Committee we reported that almost all CPU accounting data from the Tier1s was being extracted automatically from the APEL repository and that a pilot accounting report for the Tier2s was in preparation. Experience with the Tier2 accounting reports has shown the need to collect the installed capacity as well as the resource usage; otherwise it is unclear whether a shortfall of delivery compared to pledges is due to a lack of capacity or a lack of usage. A working group to study this was set up over the summer and has recently submitted a proposal defining how resources should be advertised using the GLUE schema. When implemented, this will enable automatic harvesting of capacity information and so lead to a better understanding of the extent to which the substantial Tier2 resources in the project are being used effectively.

Looking to the future, there are two major concerns for the project. In the short term, uncertainty about the likely start date for LHC operations in 2009 has led to questions about the necessity to purchase CPU and storage hardware on the previously agreed timetable. Although this is understandable, procurement at this scale is a long process and there is a substantial risk that delaying purchases will impact on the availability of hardware when needed.  In the longer term, there is a concern that arrangements for the future operations of the EGEE grid and middleware, on which most of the WLCG Tier1 centres depend, are still unclear. Here it is important that national groups, such as GridPP, develop long term plans on how their National Grid Infrastructures will continue to provide the necessary environment and support and how this relates to the central operation of the proposed, but currently ill-defined,  EGI organisation. It is important for the Tier1s, including RAL, to document how they will continue to support the services for which they are responsible within WLCG.

As in the past, we have concentrated here on the general service aspects of the project as these have the most direct relevance to the GridPP Tier1 and Tier2 infrastructure. However, there have been many developments in the Applications Area over the past year. These developments, and other LCG project issues, are covered in more detail in reports from the Project leader available on the WLCG web site (http://cern.ch/lcg), notably http://indico.cern.ch/getFile.py/access?contribId=15&sessionId=2&resId=0&materialId=0&confId=28399 and

http://indico.cern.ch/getFile.py/access?contribId=16&sessionId=2&resId=0&materialId=0&confId=40753.
 EGEE/EGI Status

In May 2009 EGEE moved into its third phase with very minimal disruption and was followed in July by a successful EU review of the previous phase. Underlying the structure of EGEE-III are many elements that pave the way towards the EGI/NGI model for a sustainable European e-Infrastructure. The following summarise areas with which GridPP is associated.
The operation of EGEE (and thus WLCG) in the UK is carried out by a combination of GridPP, NGS, and EGEE-funded staff. The GridPP Deployment Team forms the core of this work aided by NGS and Grid Ireland. As well as providing support to GridPP sites through the Tier-2 Coordinators and Hardware Support posts, the larger team also carries out regular shifts across EGEE as part of the COD Team (raising and tracking trouble tickets with sites who fail monitoring) and the TPM Team (triaging user support tickets). In EGEE III funds are available to employ a deputy to each Tier-2 Coordinator but these have only just been employed due to the late signing of the EGEE III contract. While GridPP leads on this work the NGS runs the CA infrastructure and the UK Helpdesk. Additional EGEE roles at RAL are: the manager of the UKI Regional Operations Centre (ROC), a post shared with NGS; running the EGEE (and WLCG) Accounting Repository and maintaining the APEL software; and running the central site configuration database GOCDB. 
All aspects of EGEE Operations have plans to distribute their functions out to the ROCs by the end of EGEE III in preparation for further distribution to NGIs in EGI. Since the UKI region is only two countries, this latter step will be of little impact. Both GOCDB and APEL have plans to support a network of regional/national instances with a central cache against which Grid-wide queries and reports can be run. The plans for distributing the monitoring infrastructure are already advanced and some UK Tier-2s already run a Nagios instance to monitor the Grid services at their sites. Again the strategy is for regions/countries to run their own infrastructure and pass data to a central system which gives the world-wide view. Thus by the end of EGEE III the UK should have a stand-alone operational infrastructure allowing us to continue working if there is no successor to EGEE. Since this infrastructure was developed in concert with other countries, it would be straightforward to put together one for WLCG in Europe. 
GridPP staff continue to play major roles in all aspects of EGEE operational security. The GridPP Security Officer is the UK/Ireland ROC security contact on the EGEE Operational Security Coordination Team and has recently been asked to be the deputy security officer for EGEE. His responsibilities include coordinating security incident handling, running security service challenges and developing training material. GridPP staff have led the EGEE Grid Security Vulnerabilities Group, which has continued to manage the response to vulnerabilities in the gLite middleware, and the Joint (WLCG/EGEE) Security Policy Group, which has started reviewing all security policy documents with the aim of making them more applicable to NGIs/EGI. R-GMA support for APEL accounting has continued and testing of R-GMA code refactored in EGEE-II has been completed successfully. The EGEE Technical Management Board decided that until there are user requests, the refactored code would not be integrated. The code has been delivered directly to Trinity College Dublin to certify for use in their Security Infrastructure Integration development work within EGEE-SA3. Work on the Service Discovery API continues with recent progress on formal specifications at the Open Grid Forum.
Since May GridPP's part-time dissemination officer has also been one of EGEE's press and events managers, with responsibility for organising press releases and coordinating presence at various events worldwide. A few of the major events at which EGEE has had a presence since May include International Supercomputing in Dresden, the BA Festival of Science in Liverpool, Supercomputing 08 in Austin, Texas and ICT2008 in Lyon. The GridPP Real Time Monitor (RTM) is now maintained as part of EGEE. This is the most widely used dissemination tool in the Grid and is used to demonstrate the activity on the Grid to the general public, delegates at technical conferences, decision makers and VIPs. RTM data is archived for subsequent analysis of Grid use by the EGEE Grid Observatory activity.

Although not directly supported by GridPP the UK is now involved in application support as an important precursor to development of the UK NGI. EGEE support is now open to all academic disciplines and communities, including industrial, arts, humanities and socio-economic. The UK, Ireland and France regional support is coordinated by a small team split between STFC and Glasgow University. The team has provided consultancy on grant applications, support to new users and advice on application parallelisation. 

In July 2009 the first draft Blueprint for the EGI was published (with major revision in September) and has formed the basis for ongoing consultation. There are very many issues to be resolved and milestones to be reached before a move to the EGI/NGI model can be made. The EU supported EGI Design Study project provides the current focus for developing EGI ideas and timescales for launch of EGI are quite aggressive. Location, management structure and functional composition all have to be finalised, as does the split of activities between EGI and the NGIs. Within the UK, the NGS is assumed to be the closest to an NGI and has, to date, liaised in this role as necessary. In October the EPSRC organised a consultation on EGI, attempting to broaden the interest beyond HEP, but the development of a UK NGI with a broad community mandate in EGI persists as a challenge. For GridPP, the need for continuity and stability post EGEE-III remains a primary concern.
Tier-1 Status
Overview

The priority areas of work over the period have been:

· Carry out capacity procurements to meet GridPP’s MoU commitments;

· Put in place enhancements, production processes and necessary resilience to be able to provide a high quality service for 2008 LHC data taking;

· Continue to improve the CASTOR service. This worked relatively well up until August but experienced problems following the upgrade to 2.1.7 and the move to ORACLE RAC (separate document).

Fabric and Infrastructure

Several major procurements were carried out in FY 2007 to meet GridPP’s WLCG MoU commitments:

· 14 racks (182 servers - 2PB) of disk capacity were delivered in Q1 2008;

· 7 racks of CPU capacity (about 3000 KSI2K);

· 1200 TB of Tape media;

· 12 tape drives (and associated servers);

· A new high performance 10Gb core network switch and other non-capacity purchases.

A framework agreement for the purchase of tape (and drives) was put in place in early 2008. Procurement of further disk capacity, CPU, tape media, additional robotics and tape drives are now underway to meet 2008 MoU commitments.

The Tier-1 now has access to SJ5 at full 10Gb and almost all Tier-1 to Tier-1 peering now takes place over the separate 10Gb/s LHC Optical Private network (OPN). WLCG is putting in place processes for the management and operation of the OPN and tickets raised via this new infrastructure will be handled by a combination of Tier-1 and site networking on-call. Analysis of fibre break rates has indicated that an extended failure on the OPN link to CERN is a significant risk and the project is investigating the possibility of putting in place a 4Gb/s resilient connection to CERN as a standby route. 

The new R89 machine room at RAL is well advanced but delivery is scheduled for 22 December 2008 rather than the originally planned September. Our current internal estimate (17 November) is that there is a medium likelihood of some further slippage in the delivery date. Contingency planning has been carried out to assess the capability of the old machine room to house the planned 2008 delivery of hardware. However, although just possible to manage – this would be highly undesirable as infrastructure would be at full stretch. We are making plans to move the bulk of the Tier-1 to the new machine room in late January/early February; this is a substantial undertaking and is likely to take 2 weeks. Negotiation is underway with suppliers who will manage the move and once their capability is assessed the Tier-1 will finalise plans with GridPP.

Production and Operations

An on-call service commenced in April 2008 covering evening and weekend operation and fulfilling our MOU commitment to provide 24x7 service. This has been a considerable success and many faults are now rectified in less than 2 hours that might otherwise have had to wait for the next working day. It has been a substantial undertaking, which required the introduction of considerable documentation, monitoring and automation. Commitment from the team has been necessary to sustain 4 staff on-call at any one time (one primary and 3 second line – other staff providing best efforts support as necessary). The WLCG MoU target for out-of-hours response is 12 hours, however the team is achieving 90-95% response within 2 hours. The missed calls (1-2 per month) being a mix of procedural errors (typically responded but not fully logged) and overload (multiple calls during sleeping hours). A by-product of the callout system has been to formalise daytime processes for alarm responses which are now also on pager alert. 

A significant enhancement over GridPP2 has been the introduction of a production team to manage daytime operation of the service and take the brunt of night-time primary on-call. The Tier-1 Production Manager commenced work in August 2008 and a second team member in October, recruitment of the third team member is underway. The team are gradually taking on the role of the day-time admin-on-duty (who is responsible for handling daytime exceptions and routine monitoring). Soon, day-time and night-time operation will merge into a single seamless service.  
Service

In preparation for LHC data taking many enhancements were carried out to ensure the service was resilient against individual component failure and segmented to ensure that even where failure occurred only a single VO would be impacted (see separate paper on resilience). This has been very successful and the Tier-1 routinely exceeds WLCG SAM monitoring targets (95% currently) and usually achieves 98-100% availability each month. However, success meeting these metrics has not (for most sites) guaranteed satisfied VOs and the focus is now shifting to VO-specific availability metrics. Tier-1 availability in October was 80% (ATLAS) and 93% CMS: this mainly reflects the availability of CASTOR which has been particularly problematic since the 2.1.7 upgrade in August (but has improved substantially in recent weeks). Although the Tier-1 is tracking these VO metrics, they have not yet been signed off by the WLCG MB as a true reflection of site availability. 

Various service challenges were completed between October 2007 and May 2008: the CMS CSA07 and WLCG coordinated CCRC08/1 (February) and CCRC08/2 (May). The RAL service performed well for ATLAS, CMS and LHCb during these challenges meeting (and sometimes exceeding) VO expectations. 
There was one security incident during the period. In August 2008 many sites internationally were affected by a “classical” intrusion, no evidence of a Grid component was detected. The WLCG and GridPP security coordination infrastructure was extremely helpful and at the Tier-1 only general user level access was obtained via a stolen credential and the incident rapidly wrapped up with relatively low effort. In March 2008 the Tier-1 was the top scoring site in the WLCG security service challenge SSC_3. 

Management, Business Processes and Communications

GridPP carried out a review of the Tier-1 in November 2007. Following the review, a number of Tier-1 management processes were overhauled to enhance the strategic direction given to the project. A fortnightly strategic planning meeting was introduced, a service delivery plan created and routine business processes put in place to track milestones and metrics associated with the plan. The Tier-1 and CASTOR groups have been merged into a single group and weekly operations meetings broadened to improve communications between the various teams working on the Tier-1. A monthly experiment Liaison meeting has been introduced and information is also disseminated by Blog.

Much of the focus during 2008 has been to make technical enhancements to the service to improve performance and reliability. Some work has also been taking place to engineer reliable business processes. An initial project to fully define and implement a deployment process for disk servers is nearly complete and is expected to substantially improve the speed with which servers can be deployed. Developments are also underway to expand and formalise existing incident reporting and review processes. Serious incidents are already analysed and reported to GridPP and WLCG via a standard report form. An internal CASTOR incident review processes also exists and is being re-engineered in order to expand to the whole service. During 2009 attention will continue to shift towards re-engineering business processes and improve team interworking to increase efficiency in the face of the increasing scale of the fabric and to provide assurance that good practice is followed in all cases.

UK Deployment Status
MoU Commitments

A new MoU (http://www.gridpp.ac.uk/db/GridPP3_MoU_v5.0.doc) between GridPP and the Tier-2s was drawn up for GridPP3 including new hardware pledges. By the end of Q308, the UK Tier-2s had made 14,140 KSI2K of CPU and 1365 TB of disk available to GridPP. This represents 231% of the CPU and 113% of the disk agreed in the MoU for 2008 and 153% and 66% respectively of that agreed for 2009. Since we have only pledged ~80% of the GridPP resources to wLCG and they currently allow a 60% efficiency factor we are in a good position to satisfy the 2009 wLCG pledge. Further resources will be in place before April 2009.

	 
	CPU
	Disk

	 
	KSI2K
	cf 2008
	cf 2009
	TB
	cf 2008
	cf 2009

	Brunel
	480
	68%
	53%
	16.0
	14%
	7%

	Imperial
	2177
	240%
	156%
	69.0
	59%
	31%

	QMUL
	2944
	1358%
	1076%
	319.0
	608%
	368%

	RHUL
	960
	492%
	390%
	280.0
	593%
	359%

	UCL
	286
	1413%
	934%
	51.0
	561%
	332%

	Lancaster
	476
	197%
	130%
	80.0
	74%
	44%

	Liverpool
	595
	268%
	169%
	34.5
	86%
	52%

	Manchester
	2160
	200%
	159%
	162.0
	62%
	38%

	Sheffield
	183
	1395%
	922%
	4.5
	77%
	45%

	Durham
	81
	106%
	56%
	14.5
	71%
	42%

	Edinburgh
	340
	908%
	566%
	40.5
	3076%
	2207%

	Glasgow
	860
	87%
	45%
	85.5
	32%
	19%

	Birmingham
	388
	207%
	160%
	50.0
	97%
	72%

	Bristol
	62
	164%
	107%
	12.0
	247%
	129%

	Cambridge
	391
	1000%
	523%
	43.0
	409%
	242%

	Oxford
	510
	377%
	197%
	100.0
	275%
	163%

	RAL PPD
	1247
	125%
	81%
	158.0
	80%
	44%

	London
	6847
	334%
	239%
	735.0
	216%
	118%

	NorthGrid
	3414
	219%
	163%
	281.0
	68%
	41%

	ScotGrid
	1281
	116%
	61%
	140.5
	49%
	29%

	SouthGrid
	2598
	186%
	120%
	363.0
	120%
	71%

	Total Tier-2
	14140
	231%
	153%
	1519.5
	113%
	66%

	
	
	
	
	
	
	

	Tier-1
	4378
	118%
	69%
	1745.0
	87%
	50%


Table-1: The amount of CPU and Disk delivered to GridPP by the end of Q308 compared to that pledged via the GridPP MoU for 2008 and 2009. Note that the Tier-1 Disk represents only the deployed disk; the total available for deployment was 2222TB, or 110% of the pledge.
Tier-2 Performance
Site performance is officially monitored through ‘ops’ (Operations Team) SAM tests and GridPP has been actively monitoring and recording these in its own database for approximately 18 months. The results for the UK Tier-2s are summarised below. ‘Availability’ is the total fraction of time the SAM tests were passed whereas ‘Reliability’ excludes periods of advertised downtime (whether planned or unplanned). The Tier-2 results are a straight average over the institutes in that region and not weighted by resources. Reliability has improved steadily and is now above 90% at all Tier-2s. Availability is also above 90% except in London where there have been long standing problems at UCL with central cluster procurement and at QMUL where there have been site configuration and manpower problems. The QMUL problems are solved and rapid progress is starting to be made at UCL.
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Tier-2 Deployment and Operations
Although overall site availability and reliability are improving as shown, the testing framework does still suffer from occasional problems which are now easier to spot with an extension of the GridPP test summary pages. Poorest availability has come from sites which have suffered due to lack of staff. Utilisation of resources over the last year has been quite varied, showing peaks of 80% CPU occupancy and troughs of 20%. Of the jobs that run some have been found to be very inefficient and this led to the creation of a GridPP policy on killing inefficient jobs. Thought will soon need to be given to other policies such as how to handle multi-threaded jobs which are increasing (biomed for example run java and LHCb have expressed interest in multi-threading) and site memory policies (i.e. whether worker nodes allow temporary additional memory usage).

With a dedicated security officer we have been able to make good progress in the area of security. In April 2008 a security challenge against site storage was completed, which helped improve security coordination procedures and site understanding of incident response. This has been complemented with a third, and more in depth challenge, which is currently being written up. Some variation is seen both in communications and in the ability to investigate an incident and carry out forensics. The results are helping to drive future training. There has been one significant security incident in the last year, which involved sites across many WLCG countries. HEP (and other university) machines were root compromised and rootkits installed. The incident is believed to have started and propagated due to weak SSH keys. 

During this year we have seen several problems with the UK CA. The most serious involved a CA rollover about which GridPP had little notification. As a consequence there was confusion and unhappiness among user communities and at sites. Following GridPP requests for improved procedures, the CA has now created a Technical Advisory Group to consult and inform stakeholders before major changes are introduced. This incident also led to the establishment of a GridPP-Users list to allow quick communication on operational issues to UK users. 

Storage has continued to be a focus area. Storage group members have developed new status tracking and administration tools (especially for DPM). Lack of the latter led to unnecessary difficulties with even basic tasks such as site draining and storage element migration (with subsequent concerns about file persistency). There have also been increasing demands on storage as the experiments have come to understand how they will implement their computing models with the tools available. Thus a number of spacetokens have had to be created and configured across sites (which has not helped automatic storage accounting become more reliable). DPM has been steadily adopted by more and more GridPP sites as it is easier to configure. The most significant moves have come in NorthGrid with Manchester, Liverpool and Lancaster all moving to DPM from dCache.

The GridPP VOMS has been upgraded in line with recommended releases from EGEE. Additional VOs have been created and supported most notably UKQCD which requires nodes with large amounts of memory and MPI capability. NA48 is now supported on the RAL WMS. Regional VOs have been created within each of the Tier-2s to allow local groups to develop and use applications on GridPP resources when fair-share usage allows.

Earlier this year two Common Computing Readiness Challenges (CCRC) were run by WLCG with the intention of exploring the strengths and weaknesses of the infrastructure. The result was generally considered a success. It helped set a baseline for services (including encouraging sites to upgrade all nodes from SL3 to SL4) and drove an agenda for deployment of SRMv2 services. One area not adequately tested at Tier-2s was large scale user analysis. ATLAS is preparing such a test for the end of 2008. CCRC08 has helped to improve site incident investigation and follow up reporting. GridPP has developed a system for post-mortems to be carried out and posted in the Wiki for reference. This has been taken up by WLCG as a whole. 

Within operations, and due to the need to move away from EGEE centrally run operations to regional Grids, GridPP Tier-2s have been deploying regional Nagios monitoring and staff are being trained to operate these as part of a regional monitoring team. One issue in this area is that the UK Footprints based helpdesk service ran into problems in February with ticket importing from the Global Grid User Support (GGUS). Since then GridPP sites tickets have been dealt with directly within the GGUS helpdesk. This has been found to work well and has reduced the need for GridPP system administrators to deal with two ticketing systems, however, it may pose a problem if countries must run their own helpdesks(as some believe is necessary for a true NGI/EGI model).

A number of challenges remain. Highest among these is how to support ATLAS’s requirements for user analysis. The collaboration would like to use multi-user pilot jobs but currently the gLite middleware does not provide a suitable way to implement this feature (it is thought that gLexec and SCAS are several months from being production ready). Experiment workarounds create tension with site and Grid security policies. Another problem is communication between sites and experiments. The current EGEE broadcast system, while integrated with the GOCDB to automatically announce site downtimes tends to have poor targeting of messages leading many to complain of “broadcast spam”. A change of node definitions and scope in the GOCDB may help but ultimately a subscription system will be implemented. Another area to watch over the coming months concerns benchmarking. WLCG recently agreed to a new benchmark which is SPECcpu2006 based. Existing pledges and resource publishing will need to be migrated to these new units. 
Deployment dissemination has continued to be supported by a number of workshops and meetings. In March there was a WLCG collaboration workshop on Tier-0, 1 and 2 areas that was well attended by GridPP system administrators. There has also been good support for this year’s HEPSYSMAN meetings which have had a focus on Grid activities including the security and monitoring aspects. CCRC08 was also followed by a post-mortem workshop where site views on all aspects of the challenge were presented and discussed. Day-to-day communication has improved through an increased use of Blogs (including for Tier-1, each Tier-2, storage and operations). 

The gLite middleware has continued to evolve and has on the whole become more stable. However there were instances when new releases introduce bugs into production and at worst can disable a site. An unstable release (3.1.9) of the top-level BDII brought trouble across several EGEE regions, and a problematic LFC upgrade led to UK ATLAS having to explore resilience issues and develop methods to switch UK Tier-2 sites to non-UK ATLAS clouds. An area being developed at the present time is the installation of multiple worker node clients on the same machine. This is now making progress as are recommendations from a GDB working group on methods to incorporate sub-clusters in a farm. This is needed as many clusters are heterogeneous and the current information system does not allow passing of required parameters – GLUE 2.0 will address this in 2009. Plans by EGEE to drop the LCG-CE in favour of a gLite-CE were dropped at the start of 2008 when testing raised concerns about the stability of the new CE. gLite development then refocused on the CREAM CE which appears to be almost ready for production at the end of 2008. There are however still issues with job submission from the gLite WMS to the CREAM CE which prevent wide deployment at the current time. The gLite WMS itself is a component that has only recently replaced the less stable RB but is performing well – though some problems have been seen such as with bulk submissions and instabilities caused by large input sandboxes.

Integration of several university shared computing clusters into available GridPP resources has proved to be difficult and time consuming, often because access is restricted which slows debugging. Nevertheless success has been seen at Edinburgh, Birmingham, Bristol and at Imperial. The availability of UCL resources has yet to be properly demonstrated and the work was delayed due to problems installing and accepting a new hardware procurement. There has been a mixture of site hardware problems as some components reach the end-of-life stage. This has been most notable in CE availability at certain sites especially when under load. On the network front there is little to report. Early in the year the Tier-1 addressed a firewall bottleneck issue which with the subsequent higher bandwidth allowed one site to trace a local faulty switch using GridMon data. GridPP network tests have demonstrated differences in site LAN/SE performance, but there have been no experiment reported problems or notable saturation issues. Networking is currently being reviewed to understand if there are any concerns and to examine future plans at each institute.

One area that has been developing outside of GridPP is that of a move from the current EGEE operational model to a European Grid Infrastructure supported by National Grid Infrastructures. This has prompted the creation of an EGEE automation team who are looking at how to better automate fault finding (such as triggering on Nagios alarms). For EGEEIII a Service Level Description has been introduced which GridPP sites through their Tier-2 have agreed to follow (the requirements are less than required by the WLCG MoU). In the UK we have been making gradual moves towards closer working between GridPP and the National Grid Service. To this end a joint operations workshop took place in October. Over the last year there has been a steady increase in the number of sites that are affiliated with the NGS.

Technical Director Report
Introduction

There was a significant reduction in supported effort for middleware in the transition from GridPP2 to GridPP3. Despite this reduction in development effort we have maintained an essential presence supporting four key areas. These areas are Security, Networking, Storage and Data Management (interfacing to experiment-led metadata interfaces), and Middleware Support (incorporating the workload management system (WMS) and the information system (R-GMA)). 

Security

A single security incident (SSH key compromised) was reported during the reporting period from March to September 08. This was a worldwide incident which compromised some UK users and sites. This was handled adequately and proper actions were taken with responses within 24 hours. The overall response to a simulated UK-wide security incident was also adequate. A complete service challenge survey and associated report is well underway towards completion in December. A security assessment plan was prepared in July incorporating the vulnerability and risk management strategy for GridPP and across EGEE. The wider EGEE security training activity was completed in September and contact was made with the JANET CSIRT team in November. Extensions to GridSite have been implemented to handle security credentials in a generalised way which is consistent with Grid, Shibboleth and other systems. The number of non-GridPP projects using Gridsite is up to 13, with around 1500 downloads of the software per month and 75% of the requests for new features being met during the reporting period.

Networking

A review of fibre outages across JANET was performed for the 12 month period to July. The outcome suggests that providing backup on the RAL/CERN route would be sensible. Up to date costs were obtained from JANET(UK) and this sum is now being incorporated into the hardware planning line. For the RAL network a Network Architecture document and associated quarterly network performance reports were received. The LHC OPN "Operational Handbook" has been further developed and was reviewed at the October LHCOPN meeting. The associated LHCOPN Monitoring infrastructure deployment started and should progress over next 3 months to completion. The site monitoring (Gridmon) infrastructure has been set up but failures and deployment changes at remote sites have caused problems: Birmingham, Bristol, Brunel, Daresbury, Durham, Edinburgh, Lancaster, Manchester, Oxford, RAL Tier-2, RHUL are currently up to date and working together with the RAL Tier-1 machine. Overall, there continues to be a low incidence of network problems and site-specific issues are being addressed.

Storage and Data Management

Correctly defined space tokens, as per experiments' requirements, were implemented at 90% of sites, consistent with the pre-defined target. (Among 21 sites, all but two have correctly configured space tokens). Success rates for experiment data transfers were however low (59%) during the last quarter due mainly to problems with CASTOR at the Tier-1. Similarly data transfer rates from the Tier-2s did not satisfy experiment requirements for ATLAS. All sites are within one version of the latest release for DPM and dCache implementations of SRM (10 Tier-2 sites now deploy DPM and the rest dCache). File transfer monitoring scripts were completed and used to test site-to-site networking. The overall rate for all VOs in Q2 (Q3) was 175 (49) MB/s: the network capacity at all sites is sufficient to handle this load. In addition, London are performing aggregated monitoring in order to obtain an overview across the London MAN (reflecting earlier concerns in this area). Stress testing has been performed of DPM implementations with the conclusion that the SRM interface is not a limiting factor in the file transfers between sites. The SRM 2 protocol largely meets the current experiment requirements, but more work is required documenting the behaviour of the SRM implementations in the less-used parts of the SRM protocol. In this and other areas (e.g. GLUE 2.0 and data access patterns), the storage and data management working group has been fully engaged with the wider community producing various papers and contributing to training.
Middleware Support

The gLite WMS is now deployed across the UK and the RB has been deprecated: work continued on testing and certification of the gLite WMS prior to this. Throughput is significantly improved (more than an order of magnitude) but the system is still considered fragile in terms of deployment. The aim is therefore to provide installation logs and instructions for sites on how to install and update the latest certified version of the WMS. Three software packages currently use R-GMA as the basis of their information systems. Support has been provided to the APEL team and GGUS tickets have been responded to in a timely manner. Testing of the code that was re-factored in EGEE-II is now complete and patches have been prepared, but these are currently only being deployed by TCD for their Security Infrastructure Integration (SIA) work. Bug monitoring is continuously performed with 75% (85%) of bugs fixed in Q2 (Q3). 
Major User Reports
The ATLAS Experiment

The ATLAS experience has been mixed in the last two quarters. On the positive side:

· Considerable quantities of Monte Carlo have been produced;
· The Tier-1 was the first to pass the tests for staging preparing for bulk reprocessing;
· The Tier-2s have provided a stable and generally efficient compute and storage resource;
· The user community in the UK has generally been satisfied with the analysis model, with the proviso that the required data has not always been available in a prompt manner;
· The UK has been at the forefront of testing developments of the distributed analysis system.

On the downside, there has been considerable instability in the Tier-1 service for ATLAS. This has had a knock-on effect on the operation of the Tier-2 sites and the cloud as a whole. Almost two weeks of simulation production in the UK cloud were lost when the Tier-1 became unavailable to receive the data. The other incidents described below meant that data distribution to the UK cloud was disrupted.
The UK problems with the Tier-1 had several sources, but all impacted on the CASTOR availability and reliability:

· A much delayed upgrade to a new SRM version in August: This was motivated by the desire to be running a supported version for first data. Unfortunately, the new version turned out to have various problems on the RAL implementation at load. The situation was complicated by a move to a new database back-end configuration. Various long outages occurred, associated with both scheduling problems and Oracle database issues in the storage system.

· Multiple disk failures on the disk servers: These may be regarded as bad luck, although in one case a failure in operating procedures made the problem worse; these have been rectified.

· Problems with the database systems that may be correlated with high loads. These are not directly triggered by the ATLAS jobs, but our higher than average number of transactions may be provoking the problem.

Actions that ATLAS are taking to mitigate the problems are:

· A solution whereby Tier-2 clouds can be moved to other Tier-1s for production and primary data distribution in the case of prolonged outage.

· An increase in the simulation file size (merging files at the production site before moving).

· We are investigating writing a RAL-specific stager in the production system to allow the use of space tokens with local data protocols. 
The CMS Experiment
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[image: image6.emf]CMS has undertaken a constant programme of testing and evolution in order to establish the required level of service. Figure 1, for example, shows how CMS has gradually built up the data transfer infrastructure. During 2008 there were three distinct periods where the computing model and its components were tested, the first two of which were part of the Combined Computing Resource Challenge (CCRC) in February and May. The second phase of the CCRC was combined with the initial phase of the CMS specific Computing, Software and Analysis (CSA08) challenge. During these challenges the entire computing system was tested, with Monte Carlo simulated data being shipped from the detector at point 5 to the Tier-0 for reconstruction. The reconstructed data were then shipped to the Tier-1 centres where skimming and re-reconstructed took place (Figure 2). Skimmed data were then distributed to the Tier-2s for analyses by regimented Job Robots as well as ‘chaotic analyses from ~450 normal users. High profile analyses were also carried out on the Central Analysis Facility (CAF) at CERN. The analyses performed at the Tier-2 and on the CAF covered the full range analysis that would be expected during early data taking ranging from calibration and alignment to full blown physics analyses
.

[image: image7.emf]The aim of CSA08 was to reach the nominal levels expected for 2008 running. Failing to reach 75% of this level was viewed as failure, between 75% and 100% as a qualified success, and 100% or greater as complete success. Eventually, at least a partial success was achieved in all areas with a complete success being achieved in the vast majority. Many lessons had to be learnt on the way and many problems had to be overcome. Particular issues that effected UK Tier-1 operations during this period included:
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· User jobs interfering with the performance of production jobs, which led to the effective banning of users from the Tier-1 in line with the CMS computing model.

· The expiry of the UK CA root certificate which brought everything to a halt for the best part of a week. This showed us just how sites cached proxies.

· There was a power cut just before a bank holiday weekend which delayed by 5 days the testing of transfers from the UK Tier-1 to Tier-2 sites. 
While the two CCRC periods were a great success for CMS there is some concern that the other LHC experiments were not simultaneously using resources at a comparable rate (see Figures 3 for an example) and that there may yet be problems with contention for resources come real data taking.

As more of the CMS subdetectors were brought into operation cosmic muons data was collected, initially without a magnetic field (see Figure 4) and then with a full a 3.8T field. The many millions of cosmic events have provided the computing system with its third series of tests in 2008. These data were treated in every way like collision data with custodial copies of the data being assigned to different Tier-1 sites. All the workflows that will run on collision data were exercised, with reconstruction at the Tier-0, skimming at the Tier-1s (the re-reconstruction is about to start.) This has provided another valuable series of insights into the operation of the entire computing system and as a result the individual components of the computing system have continued to improving leading to an overall more stable system. 

In short, we believe that the CMS computing system is as close to being as tested as it can be in the absence of collisions data and we will use every opportunity we have to test it and improve it further. 
The UK parts of the CMS computing system have, in general, performed well. Despite minor problems, the Tier-1 at RAL and the Tier-2 sites at RAL, Imperial and Brunel performed all the tasks required by CMS and the UK met all of its CCRC/CSA targets by the end of the exercise. There continue to be issues concerning the use of Bristol as a CMS site, but we expect these to be resolved in the near future. CMS in the UK has also successfully been using RHUL, QMUL and Edinburgh as opportunistic T3 sites, both for MC production and data analysis. Work done by UK people has benefitted CMS central and other UK experiments. For example Figure 5 shows the improvement in CASTOR reading and writing through work done by James Jackson as part of the UK CMS operations team.
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· Figure 3 Improvement in CASTOR read and write rates through tuning by a CMS UK person (James Jackson)

The UK operations team works well, but is very vulnerable to the loss of an expert. It consists of part-time contributions from 4 skilled individuals – Chris Brew, James Jackson, Monica Vasquez Acosta and Stuart Wakefield, and is led by David Colling. This effort is approximately half that which CMS believe is needed and the current success is down to the dedication and competence of the individuals involved. However, James Jackson is a PhD student who will complete his thesis early next summer and Stuart Wakefield is currently employed on very short term contracts. 
The LHCb Experiment

Introduction

LHCb is a dedicated B physics experiment on the Large Hadron Collider and the current UK author count is 17.7%. In the core computing model of the experiment, the raw data is distributed from CERN to six Tier-1 centres (including RAL) for reconstruction, stripping and analysis. The Tier-2s focus primarily on Monte-Carlo production. It is worth noting that a complete copy of the DST will be held at each of the external Tier-1 centres where user analysis will be performed.

UK Resources
In readiness for the pilot run scheduled for late 2008 and running in 2009, the CPU and storage resources at the UK Tier-1 have continued to ramp up and follow the intended profile. The Tier-1 allocations were reduced by the User Board for 2008/Q4 to reflect the outcome of the Programmatic Review. We have continued to exploit the Tier-2s with 85% of Monte Carlo production in the UKI region performed outside the Tier-1.

Grid-enabled services in place at the Tier-1 include a VO-box, LFC replica catalogue (read-only), Conditions Database and File Transfer Service. The criticality of these services are given in the Wiki page https://twiki.cern.ch/twiki/pub/LHCb/CCRC08/LHCb_critical_Services2.pdf
LHCb completed migration between the dCache and CASTOR storage systems at the Tier-1 in May 2008. An implementation of the rootd protocol in CASTOR was requested to provide more robust file access and this has been tested on the pre-production system ready for deployment. The experiment has also now migrated to version 2 of the SRM interface in time for the termination of the SRMv1 service at the Tier-1.

Status of Activities 
Since the last Oversight Committee, LHCb has:

a) Taken part in the Combined Computing Readiness Challenges (CCRC08) held in February and May 2008. This enabled most aspects of the full Computing Model to be tested at the nominal transfer rate of 70MB/s between the Tier-0 and the UK Tier-1 (a peak of 125 MB/s was actually achieved).

b) Completed the DC06 Data Challenge in May 2008. This forms the baseline MC dataset for physics studies, algorithm and code development before we take data. 
c) Recorded data from cosmic rays, LHC injection tests and first circulating proton beam. These have provided some preliminary data to test out alignment procedures, etc

d) Undertaken Computing Operations shifts (coverage 14hours x 7days) leading up to LHC switch-on and provided the on-call Grid expert.

A complete rewrite of the distributed production/analysis system, DIRAC3, has been undertaken with the first version released in spring 2008. This has been used for production activities since July with user analysis migrating since November. The intention is to decommission DIRAC2 by the end of 2008. The  GANGA Grid interface has continued development and now has a DIRAC3 back-end. During 2008, there have been 261 unique LHCb users of GANGA so far, showing that it has become established as the default Grid submission tool for LHCb physicists. 

Grid software courses for the LHCb(UK) community continue to be held – the most recent in Bristol in April 2008 with an upcoming one in Liverpool scheduled for January 2009.

Due to the LHC delay, a Full Experiment Test (FEST09) is just being prepared and will use 100 million simulated minimum-bias events in place of the real data that was expected to appear in autumn 2008. These events – which have already been simulated over just 6 days in November – will be injected into the online system, stream through the HLT Farm and then follow the full Tier-0/Tier-1 data chain and trigger automatic event reconstruction. LHCb is currently planning to take real data from May 2009, but this obviously depends on the final LHC schedule.

UK Grid Experience
A great deal of experience with exploiting a production scale Grid has now been obtained over the last year. This has enabled a number of problems to be identified in the UK Grid and for the CPU and storage efficiencies/reliabilities to be studied.  Issues have included:

· Problems with UK Grid certificates during December 2007 – August 2008.

· General Tier-1 incidents such as power failures in February and May and disk-server burn out due to backplane fault.

· dCache instability due to falling support levels and slow tape migration to CASTOR.

· CASTOR problems which have included disk-server problems under heavy load, LSF configuration, database errors due to large IDs and loss of 14,000 files erroneously deleted in mid-September.

· LHCb problems including software installation at sites (affecting SAM tests) and jobs terminating prematurely due to different CPU normalisations and units.

In general, the support at the Tier-1 and Tier-2 sites for Monte-Carlo production has been excellent for LHCb. To date, the UK has provided ~25% of the CPU capacity for LHCb in 2008. However, the transfer, reconstruction and analysis of real data will require the CASTOR system and the associated Oracle RAC database at the Tier-1 to be much more stable and resilient. This remains a challenge and needs to be established some time before data taking in 2009. It is hoped that some of the forthcoming configuration tests and updates will improve matters. 
User Board Report
Introduction

The User Board is the main forum for the GridPP user base, with each experiment providing one or more representatives. The UB meets quarterly in order to review the allocation of computing resources, the performance of the UK Grid from the experiment point of view and the VO support effort. Since the last Oversight Committee, four videoconference meetings have been held. 

Summary
The profile of resources in the UK Grid continued to ramp-up throughout the year in anticipation of the LHC start-up. For the Tier-1 Centre, the CPU and storage allocations for ALICE, ATLAS, CMS and LHCb all reached the WLCG pledge levels in readiness for the planned pilot run of the LHC. Following the incident on 19 September, the reserve resources kept as contingency for LHC running were allocated to non-LHC experiments including BaBar and the Silicon Detector Design (SiD) Study for the ILC. 
The BaBar experiment performed with high efficiency at the Tier-1 throughout the year achieving a CPU consumption beyond their fairshare between July and September. This was when the LHC experiments were mainly making preparations for the pilot run (e.g. deleting old datasets, releasing latest software). 

Attention has now switched to resource planning for 2009 with the assumption that the LHC will be re-commissioned from the summer, although the precise schedule will be closely watched. Some of the experiment profiles are currently in the process of being updated and it is expected that they will undertake full system tests using simulated data in place of the real data that was expected. New experiments requiring resources from 2009 include T2K and NA62 (formerly NA48/3) and these already have initial allocations to allow for the April deployment date of new hardware from the latest procurement. 

In January, non-Grid access to the Tier-1 centre was removed with the exception of a few software maintenance accounts in each experiment and a temporary arrangement for MINOS whilst the collaboration is still in transition between dCache and CASTOR. The standard method of access to the Tier-1 is therefore via Grid submission from a User Interface located on a machine in another institute.

In February and May, the two phases of the Combined Computing Readiness Challenge (CCRC08) were successfully undertaken and ATLAS, CMS and LHCb all reported satisfaction with the UK components. The performance details are discussed elsewhere in the individual experiment reports.

At the meeting on 24 June 2008, the agreed 6 month notice to close the dCache storage system was given to experiments and this is expected to happen early in 2009. The LHC experiments have now all migrated to CASTOR with both root (LHCb) and xrootd (ALICE) protocols supported. Of the smaller experiments, only MINOS is still currently migrating and small datasets from some legacy experiments (e.g. ZEUS) still have to be moved. The MICE experiment is currently setting up to use the UK Tier-1 for data distribution and fast beam tuning.

After operational experience with CASTOR, the disk allocations for experiments were revised in November to compensate for the ~5% file-system overhead. This ensures that the published dataset sizes can be accommodated. 

Short-term support effort has been made available to the smaller experiments since the start of GridPP3 in April. This has for example been made available to SuperNemo (setting up LFC), MICE (software investigations) and SiD (CASTOR assistance and documentation).

With the LHC exploitation era approaching, some attention has been paid to operational procedures for the future. The requirement for more regular feedback on Tier-1 technical issues was recognised and a monthly meeting has been organised as part of the regular series of meetings with the experiments on CASTOR. In addition, the set of operational contacts (in some cases email lists) has been updated so that there are recognised lines of communication between Tier-1 staff and experiment members. This is in addition to the standard ticketing systems.  
Dissemination Summary
In GridPP3 dissemination is handled by Neasan O’Neill, who is 50% funded by GridPP. Neasan is co-funded by EGEE, where he acts as press and events manager. 

In the first six months of GridPP3, GridPP exhibited at the Institute of Physics' High Energy Physics group meeting, the Royal Society Summer exhibition (as part of the STFC stand), The Cutting Edge exhibition at Science Oxford (which ran for six weeks), ran two separate events at the BA Festival of Science in Liverpool, the UK eScience All Hands meeting (with STFC) and was part of a UK and Ireland stand at the annual EGEE conference in Istanbul.

The major event for dissemination was LHC start-up, which resulted in an unprecedented spike of media coverage. GridPP prepared a press release with STFC, and attended the UK launch event in Westminster with talks and the Real Time Monitor. News coverage specifically about the collaboration was very good with items in The Times, The Sunday Times, New Scientist, The Scotsman, The Telegraph, Physics Today and other niche and specialist outlets. Collaboration members and GridPP were also featured on BBC TV’s North West Tonight, The Lancaster Guardian, The Lancaster and Morecambe Citizen, Nature, Physics World, BBC Radio Lancashire, Radio 3 Counties, Radio Cambridgeshire Drivetime, Radio 5 Live (Simon Mayo show), Radio 4 "5 Particles" (Simon Singh), Radio 4 "Engineering solutions" (Adam Hart-Davies), Radio 4 "Great Particle Adventure", Sky News, BBC News Channel, Astronomy Now, Birmingham Post, Radio WM, Heart FM, Hereford and Worcester, Shine and Smooth. The GridPP-developed Real Time Monitor also featured heavily in a lot of coverage on the BBC and Sky, even when the Grid was not mentioned explicitly.

The GridPP website remains an important tool for internal and external communication and was redesigned in mid April to mark the newest phase of the project and make navigation easier. 19 GridPP news items have been posted on the site since the start of April. There have been more than 25,000 visitors to the site each month in GridPP3, with a spike in September to 138,761.

LHC@home is still run from Queen Mary, University of London with support from GridPP. Work by the team at QMUL and CERN has made it easier to attract new volunteers and this, along with promotion of the service and public interest in the LHC, means that between July 2008 and September 2008 volunteer numbers increased from ~40,000 to ~55,000. Between LHC turn on and now there has been another intake of ~13,000. LHC@home received good publicity from BBC Radio 4 as part of their Big Bang day events. 
The collaboration has been using blogs since before the start of GridPP3 to communicate problems and issues. Relevant blogs are aggregated at http://planet.gridpp.ac.uk. There are also now two Twitter feeds (http://www.twitter.com/gridpp and http://www.twitter.com/planet_gridpp) and a YouTube channel (http://wwww.youtube.com/gridPP) to help disseminate the news items, blogs and talks given by GridPP, to which members the collaboration or interested parties can subscribe.

In June GridPP contributed to a physics day on campus for A level students organised by QMUL. This was similar to the particle physics masterclasses that happen earlier in the year but included a discussion on Grids. Planning has just begun in various particle physics groups around the country for their next set of masterclasses and GridPP will contribute to as many as these as possible.
GridPP is represented on STFC's LHC Promotion Activity Group, who organised the Royal Society exhibition stand, and will continue to work with this group as long as it is still in operation. The group is discussing focussing on particle physics as a whole as opposed to just the LHC, and GridPP will support these efforts.
In the next year GridPP will be exhibiting at the Museum of Science and Industry in Manchester, IoP HEPP group meeting in Oxford, the EGEE User Forum in Catania (with the UK and Ireland partners) and Computing in High Energy Physics in Prague. The collaboration has also bid for a stand at the Royal Society Summer exhibition and for an event at the BA Festival of Science in Guildford. As opportunities present themselves, such as school outreach events, GridPP will also take part in these.

In general, GridPP dissemination will continue to work with a wide range of partners and organisations to promote the work being done by GridPP. A high priority is working with the National Grid Service and the other UK and Ireland EGEE partners as we move towards a National Grid Initiative.

At the last review the oversight committee suggested examining the idea of sponsorship in relation to LHC turn on events/promotion, as a way to fund dissemination work. This was investigated but due to the number of parties involved and the fact that all press releases, events and news stories were in conjunction with another body, generally STFC, it was not considered practical in this instance.
Figure � SEQ Figure \* ARABIC �1� The growth of CMS data transfers since 2004. Taken from D. Bonacorsi June CMS week presentation. The different colours depict different challenges.





Figure 2: Reconstruction during the first phase of CSA08





Figure 3: Data movements by VO for the periods covering the two CCRC.





Figure � SEQ Figure \* ARABIC �2�: Cosmic muon traversing the CMS detector.
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