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Introduction
The transition to GridPP3 marks the start of the exploitation phase of the Grid that has been developed and deployed in the earlier stages of the project. Of key importance in this phase is the reliability of the service. The Grid must be made as resilient as possible to failures and disasters over a wide scale, from simple disk failures up to major incidents like the prolonged loss of a whole site. One of the intrinsic characteristics of the Grid approach is the use of inherently unreliable and distributed hardware in a fault-tolerant infrastructure. Service resilience is about making this fault-tolerance a reality.

The approach taken is to deconstruct the Grid into a set of identifiable services. Each service must then be made resilient using appropriate methods which may include redundancy; automated fail-over; manual fail-over; or temporary alternatives. Moreover, scenario planning must consider the types of problems that might happen and whether, for example, off-site back-up services need to be prepared in addition to on-site solutions. Some services are not under the direct control of either the experiments or GridPP but, nevertheless, must be considered as critical. Other services are experiment-specific and resilience planning cannot take place without careful coordination with experiment plans on a national and international level.  Indeed, when considering large-scale events (such as loss of the Tier-1 or loss of the OPN network) the response of each experiment must be clearly understood before sensible contingency plans can be formulated. In many cases, these experiment plans are only just crystallising and our planning has had to remain at a more abstract level. However, we anticipate considerable progress in these areas in the next six months. 

In this paper, a comprehensive set of Tier-1 and Tier-2 services will be considered. The current state of resilience will be described and, where appropriate, future plans will be discussed.  Closely, coupled with resilience are the issues of monitoring and support which will be covered in a subsequent section. Finally, we will mention our plans to link up this bottom-up work on service resilience to the top-down disaster planning presented previously in a joint approach with the Experiments. 

Service Targets
The services provided by GridPP must meet the requirements defined in the WLCG Memorandum of Understanding (MoU), which are summarised in Table 1. Response times as quick as 1 hour are required during prime service hours and the average availability measured on an annual basis is expected to be between 97% and 99% depending on the service. Such targets can only be met through careful and extensive work on resilience.

The LHC experiments have categorised the particular middleware and infrastructure components they use according to criticality for their operations. Specific details are given in the experiments section later in this document. Consideration of the criticality of services is one of the guides behind the investment of time improving the resilience for a given component. 


[image: image2]Table 1: The WLCG MoU targets for problem response times and average availability
Resilience by Design

During the April 2008 WLCG workshop it was noted that: ”80% of operational problems occur due to problems in the design and development of the software
”, which illustrates that the struggle to ensure resilience must be addressed in the software development, and not just the deployment, cycle. Although this document focuses on resilience at the deployment level, the options available are often limited by the middleware capability, so it is relevant to note the recommendations made to middleware developers:
· Avoid critical dependencies and complexity (cache where necessary and do not rely on other components. Retry connections to cope with glitches; partition queues so they are not blocked by high latency operations, use bind variables to keep overall performance high.)

· Keep the implementation operations orientated (allow transparent interventions)

· Use a decoupled and redundant architecture (for example, keep the web-service front-ends separate from the agents that do the work – as implemented for the FTS. Also keep monitoring operations away from the core service nodes).

· Automate where possible 

· Incorporate good quality and high coverage monitoring with understandable error messaging

· Provide adequate documentation (help write the operations procedures)

· Where possible deploy a method to allow dynamic load-balancing (it is easier to do if the component is stateless).

· Ensure adequate stress testing prior to release.

· Store valuable state data in a database or other reliable store (allows use to be made of industry standards for backing up and recovering data in the event of problems).

In the sections that follow, evidence for some of these “resilience by design” concepts will become evident in some middleware components but should be noted as lacking in others. To improve what is produced, system administrators are encouraged to submit their ideas or issues they have encountered by way of Savannah based bug reports.
General Resilience Methods 

At the deployment level, increasing the resilience of the infrastructure can be done in a number of generic ways such as:

· Increasing the hardware’s capacity to handle faults. This may be done by adding spare Power Supply Units (PSUs) preferably on alternative power routes; and by adding disks in a RAID (Redundant Array of Inexpensive/Independent Disks) configuration. For many services the configuration used is RAID1 (mirrored disks).

· Duplicating services or machines. This approach is being used for many of the gLite services. Several instances are created and then addressed using a DNS round robin. Some of the services have been developed with failover in mind so that a service running on two machines in a load balanced manner can in fact run on just one if there is a failure. An approach like this is used for critical databases in the form of Oracle Real Application Servers (RACs). 

· Implementing automatic restarts. In addition to hardware redundancy there are software safeguards that can be employed to improve reliability. The most obvious example is the use of automatic daemon restarts. There are various reasons why a daemon may stop running, but by checking regularly and automatically restarting missing daemons deeper problems are avoided.
· Providing fast intervention. Fast intervention allows problems to be caught early. It is greatly improved by close monitoring and good quality alarming and is helped, especially out of hours, by having more FTEs of effort available. later sections of this paper will provide information about monitoring and call out being employed by GridPP, the development of fast instancing of nodes/services and  the provision of appropriate manpower and testing
· In depth investigation of the reason for failure.  Having an incident reporting and follow up procedure ensures that the recurrence of problems is reduced. Within GridPP we have now implemented an incident report template (also known as a post-mortem template) in order to ensure consistent and complete follow up.
Tier-1 and Core Services
The majority of the Grid components in the UK are run at the RAL Tier-1 – Table 2 provides a quick reference to services and their criticality/scope. The following sections provide a brief description of the resilience concerns for each component, relating to implementation, and then some details about the approach being used at RAL. A later section gives an overview of approaches being taken by Tier-2 sites where they differ from the Tier-1.
	Service
	Importance
	 
	Service
	Importance
	 
	Service
	Importance

	LFC
	National
	
	Uis
	Tier-1 Minor
	
	Home Filesystem
	Tier-1 Critical

	WMS
	National
	
	MYPROXY
	National
	
	NIS
	Tier-1 Critical

	RB
	National
	
	BDII
	National
	
	Mailer
	Tier-1 Minor

	VO Boxes
	National VO
	
	sBDII
	National
	
	Batch Workers
	Tier-1 Critical

	R-GMA registry
	Global
	
	CASTOR
	Tier-1 Critical
	
	Disk Servers
	Tier-1 Critical

	R-GMA Mon
	National
	
	dCache
	Tier-1 Minor
	
	Robot
	Tier-1 Critical

	CE
	Tier-1 Critical
	
	CASTOR SRM
	Tier-1 VO
	
	LAN
	Global

	UKQCD
	Tier-1 VO
	
	ADS
	Tier-1 Minor
	
	3D
	National

	APEL
	Global
	
	PBS Server
	Tier-1 Critical
	
	 
	 

	GOCDB
	Global
	
	Ganglia
	 
	
	 
	 

	FTS web service
	National
	
	Helpdesk
	Tier-1 Critical
	
	 
	 

	FTS agents
	National
	
	Nagios
	Tier-1 Critical
	
	 
	 

	FTS database
	National
	 
	Cacti
	Tier-1 Minor
	 
	 
	 


Table 2: A summary of Tier-1 services and their importance. The importance is defined either as the scope or, if internal to the Tier-1, to the level of impact.
File Transfer Service (FTS)
The File Transfer Service (FTS) has been developed with scalability in mind. It is a WLCG critical service. The architecture is shown in Figure 1 below. The most critical component is the web service which is stateless and easy to load-balance. Another main component of the service are the agents which are split across multiple nodes and for which there is one per VO/channel. One of the core components of the FTS is a database where job transfer records are recorded. In the RAL implementation this database is being moved to an Oracle RAC. The resilience as provided by a RAC (see later under databases) is important given that a failure may impact all data movement in the UK. 
The FTS runs at the T0 and T1 sites and controls data flow out from that Tier. By having a number of instances distributed in this manner the service is easier to maintain and the impact from failures is reduced. While there are developer plans for service automatic failover to a hot-standby, this is not available in the current gLite FTS release but will be made use of as soon as it becomes available. 
The current FTS configuration at RAL Tier-1 uses five front-ends which operate on a round robin basis as recommended by EGEE SA1. These machines are similar in hardware specification to Tier-1 worker nodes so replacements are readily available. Behind the frontends sits a single agent host. This host will soon be duplicated and will be on UPS in the new Tier-1 building. 
Summary: This service is critical to all LHC VOs and is used to move files. It is currently reasonably reliable but automated fail-over awaits a future release. In the mean time, it is operated with five independent front ends on a round-robin basis. The associated database is critical and is protected by an Oracle RAC.

[image: image3]
Figure 1: A diagrammatic representation of the FTS components
Workload Management System (WMS)
The Workload Management System (WMS) controls the submission of jobs to the Grid. It consists of a Brokering service, a Logging & Bookkeeping (LB) service, and manages the sandboxes that contain small input and output data files associated with the job. The gLite submission mechanism provides redundancy across multiple WMS and a User Interface (UI) may point at multiple instances.  A client will select a particular WMS but if the request fails, then the UI can automatically move on to query another WMS. However, if a WMS machine is lost then all jobs whose state was held by that WMS are lost; if the LB is lost then the result is a backlog of job information on the WMS. To improve WMS resilience it is recommended that the LB is on a different machine to the brokering service and that the sandbox area is on its own file system. This configuration is implemented at RAL and the WMS are configured to refuse new jobs if their file systems are too full or when they are already under heavy load. From gLite 3.1 onwards the WMS is able to sit behind a load-balanced alias. Each WMS is recommended to support multiple proxy servers, but there is a caveat that if a user defines their own configuration the selected WMS must be trusted by the selected proxy server (at the present time a user can not chose which BDIIs a WMS should use). Once jobs are in a steady state they will not be lost if the WMS is rebooted, though jobs caught in transit can be lost during this operation. If a WMS is unreachable when a job is finishing, the job wrapper script will try for a default time of 5hrs 15 minutes to deliver the output sandbox back to the WMS. 

The WMS service has a good level of inbuilt resilience. There are though a few limitations still present, in particular the proxy renewal is only tried against the VOMS server used in the original proxy and renewal daemons can hang if the VOMS server is down. Also, the WMS does not currently support CEs behind load-balanced aliases but this might be available with the move to the CREAM CE within the next 12 months. Problems have been experienced with large files filling the output sandbox which leads to instabilities, but this is addressed in patches now reaching the production service.
The RAL WMS service currently consists of 3 front-end WMS machines with two LB backends that are load balanced. Two of the front-end machines can be used by LCG VOs while the third is for smaller VOs. The Tier-1 WMSes are powerful dual quad machines and have easily dealt with loads seen to date. 
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Figure 2: The RAL Tier-1 FTS/LFC configuration

Summary: The WMS is used to varying degrees by the experiments. Ganga submissions depend on a WMS being available. The implementation at RAL uses several  redundant front-ends and two independent LBs to make it as robust as possible with the current gLite release. Additional WMS are deployed at Glasgow and Imperial. 
LCG File Catalogue (LFC)
For some experiments the LCG File Catalogue (LFC) is an embedded file catalogue component and the Tier-1 serves all the Tier-2 sites as well.  LFC scaling tests have been performed at Glasgow at the levels envisaged for LHC operations, but there could be problems if, for example hundreds of users wish to simultaneously select events. The service is essentially stable but unavailability can cause many jobs to fail, especially if the LFC is central as it is for ATLAS. Downtime can prevent data movement and job distribution over the whole of the GridPP Grid so this is an important service. The experiments can fall back to the Tier-0, or another Tier-1 service in case of Tier-1 failure, but complications can result. ATLAS has successfully demonstrated the ability of incorporating UK Tier-2s into other ATLAS Tier-1 clouds which means an LFC outage can be worked around, but data in the UK would not be accessible and the UK as a whole would only be able to operate at reduced capacity. Resilience for this service is therefore extremely important. For this reason RAL maintains several LFC instances and is investigating the possibility of off-site backups of the LFC using Oracle Data Guard (see database section).
RAL Tier-1 maintains three LFC frontend instances. LHCb has its own instance which is read-only. The database is replicated to an Oracle RAC as part of wider 3D streaming activities. The master database is located at CERN. The other two instances are for ATLAS plus other VOs. Currently these are situated in the same physical rack but this is to be reviewed.  The LFC instances have a timeout process for requests. If the first host contacted does not respond then the second instance is used. The hostname lfc.gridpp.rl.ac.uk points to one of two IP addresses. No dynamic DNS process is available for the LFC. 

The databases for these instances are currently provided by an Oracle Single Server with the server setup in a RAID1 mirror configuration. The database is backed up to an archive directory regularly and that is backed up to tape once per day. A central logger controls the level of backup taken with a complete backup taken every 5 days – incremental backups being performed on other days. Although recreation of the frontend nodes is relatively straightforward and can be done within half a day, recovery from a backup, especially from tape can take longer. For this reason, and especially for ATLAS, offsite backups using Oracle Data Guard are being considered though the associated costs are a concern.
Summary: For ATLAS the LFC is a critical component. Resilience has been increased through the use of multiple front-ends and the database being hosted on an Oracle Server. Resilience needs to be further improved, perhaps using an off-site backup of the database, but this has cost implications for GridPP.
Berkeley DB information Index (BDII)

Information indexes are required so that grid jobs can be referred to gLite services dynamically. LCG_GFAL_INFOSYS provides an ordered list of BDII endpoints and this allows GFAL to automatically fail over to the next BDII in the list. One resilience issue for the information system is that it is not safe against site configuration errors whereby for example a site can define an LFC for a VO when one already exists.
The general recommendation for this service is to put the BDII behind a load-balanced rotating alias and to keep the service away from other nodes (i.e. do not cohost) that may consume a host’s resources. The BDII response time has a non-linear relationship with the load making it difficult to recommend any shared configurations. The BDII has recently been improved by the introduction of static indexing of information that while relatively unchanging was queried often. The service has also benefited from a smarter querying algorithm. All this adds up to a relatively simple service to run. RAL runs two versions, a site level BDII and a top-level BDII.
Status information for site services (whether production, monitored and certified) is updated on an hourly basis from the GOCDB, so there is a dependency on the GOCDB.
Site-BDII
The current configuration at RAL Tier-1 uses the recommended approach of two machines in a round robin DNS setup. The machines query the same LDAP servers. If one of these machines is down then 50% of queries are lost. The hardware is has no additional resilience features but has been found to be perfectly adequate. Out-of-hours loss of one machine would lead to a short degradation of the service until the networking on call person removes the host from the DNS alias. If increased load is observed then additional machines can and will be added quickly.
Top-level BDII
The top-level BDII aggregates information about resources across the UK and grid. To reduce load and improve resilience, instances have been setup at RAL Tier-1 and at two other UK sites.  The implementation at RAL now uses three machines in a DNS round robin setup. If one machine has problems and is unrecoverable then it can at short notice be removed or replaced in the DNS configuration. 
Summary: BDIIs are essential for information flow across the grid. While top-level BDIIs are available elsewhere in the UK (Glasgow and soon Manchester) the RAL instance is critical on a national level. The service has been implemented with all recommended resilience measures taken into account.
R-GMA registry
This service is required to allow APEL producer/consumer tasks to run. Loss of this service is not critical as sites are able to store APEL output for several days. 

The R-GMA registry/schema needs to be up continuously for R-GMA to function. It is planned for this service to become redundant but this is not yet the case. The service is not critical for end-user analysis but means that the monitoring systems are essentially blind without it. 

There are currently no plans in place to move it to another site in an emergency – a possibility is CESGA which hosts the PPS registry. The physical setup of the machine is a single host with disks in a RAID1 configuration – the hardware easily copes with the loads observed. A mySQL database sits behind the frontend. The database is included in the regular Tier-1 backups process mentioned in previous sections.
Summary: The R-GMA registry is a global service. Its loss can be tolerated for short periods but this quickly leads to problems at all sites since they are unable to publish their accounting. Current redundancy is not sufficient and needs to be addressed.
MyProxy
The MyProxy service is essential for long jobs using short proxies (short proxies being preferred for security reasons) and its unavailability can cause many jobs to fail. There is a plan to allow jobs to make use of myProxy lists to remove the dependency on a single MyProxy server, but this is a development change in the middleware. This will also reduce the need for users to check that FTS/WMS and VOBOXes used are known to a given MyProxy service.
There are proposals for DNS load balancing configurations but a working implementation has yet to be recommended to sites. Most sites therefore use a round robin service. Use of Linux HA (http://www.linux-ha.org/) is also recommended by the CERN team for this service. 

The RAL Tier-1 implementation currently uses a single host but this is being moved to a dual machine setup with the recommended round robin addressing.
Summary: This service has national importance. Resilience is being improved; further measures are needed but the required load balancing mechanism is not yet available.
MONbox
The Monitoring box is an important component for the UK LCG community but it is not critical for operations. Losing this node will temporarily impact the proper accounting of UK grid activity. The service is on a single node with disks in a RAID1 configuration. Like many of the nodes the MON can be quickly reinstalled via kickstart. No issues with load have been seen. Behind the frontend machine sites a MySQL database which is included in the regular Tier-1 backup process mentioned earlier in this document.

Summary: The MON service is not critical and the current resilience measures taken are sufficient. 
Compute Elements (CEs)
The CE is regarded by many as the weakest part of the job submission chain. It relies on the grid_monitor to avoid high loads because each job requires several processes at submission and cleanup times. Loading spikes are witnessed when many users submit jobs to the same CE, when multiple jobs exit at the same time (as happens if an external service the job needs is lost) or when a large number of jobs are canceled simultaneously – for example when a user realises a mistake in the submitted tasks.

Scalability is expected to improve when the CREAM CE is deployed. Until then there are a number of options available to improve resilience. Firstly the site-BDII should be hosted separately from the CE. Secondly busy sites should setup and advertise multiple CEs and perhaps dedicate them to the busiest VOs. Once jobs are running, a CE reboot will not affect them but jobs that are in the transit stage are likely to be lost. 

In the RAL Tier-1 setup there are 4 CEs such that any given VO can use one of two. Thus ATLAS shares one box with CMS and one with LHCb. LHCb shares another with ALICE and so on. The machines are single PSU and located in the same physical racks. Each machine has 2 disks configured to RAID1 and contains 16GB RAM. Behind the CEs sits an NFS server – this is dual PSU and dual disk.
There is one scheduler instance with Maui/Torque. The scheduler node has disks in RAID1. This node is a single point of failure but it is difficult to run multiple versions of the scheduler for the same cluster.
Summary: A CE service is essential as it is the gateway to site resources. Resilience is improved through multiple instances as implemented at RAL. Further inbuilt resilience is expected with the release of the CREAM CE in 2009. The current setup is sufficient but the scheduler which couples the CEs to the worker nodes is a single point of failure and further thought is required on how to develop its resilience. 

Worker Nodes (WNs)
The main reliability issues seen with worker nodes is job interference and resource exhaustion. Interference occurs because jobs on multi-core nodes utilize the same file system and disks. Full disks or excessive paging can cause jobs to crash or simply run out of wall-clock time. Open file and socket table limits can be reached impacting all running jobs.  It is also possible that unrelated processes owned by the same user are killed by an exiting job. There are mechanisms in place to deal with failed jobs. The WMS can automatically resubmit the job if permitted by the job requirements. Full resubmission is often disabled by submission clients but shallow resubmission where jobs fail before the payload executes is generally allowed. There is less relevance to this problem for VOs using pilot jobs.

While worker nodes are tested as part of the SAM framework, the test jobs only test one node at a time and so can not be relied upon to indicate the overall health of a cluster.
Summary: One strength in the overall resilience of the grid is that loss of single worker nodes has minimal impact. WN updates are performed on small subsets to test new releases in production without compromising the whole farm. There are background issues about job interference which may become more of an issue in the future. 
User Interface (UI)
The gLite User Interface (UI) does not run any service daemons but is itself a service since it acts as an entry point to the grid. To function it may depend on local peripheral services being available (such as AFS), but it is very simple for a user to switch to another UI if there are problems. Additional resilience for the UI is not required. UIs (often multiple UIs) are run at every Tier-2 site. 
Summary: There are no resilience concerns with the UI. 
VO Box

Some of the LHC VOs require a software area that they can administer. They use gsiopenssh to access the nodes which have been found to be reliable. A major concern for VO boxes is that they contain VO-specific software that may have issues that only the VO can resolve. Unavailability of this service can lead to large numbers of job failures. Because these nodes are straightforward to reinstall via kickstart, and the VOs can easily reinstall their agents, there are no current plans to replicate them. The LHCb and ALICE instances are not backed up.
For LHCb use of VO boxes introduces increased resilience into the infrastructure as they are able to transfer data to other Tier-1 centres in the event of local failures. For example, if a reconstruction job found it could not write to the Tier-1 storage, the VO box can pick up on this and attempt to send it elsewhere. 
Summary: VO boxes are critical for those VOs that run them. The Tier-1 is only responsible for maintaining the base operating system and service levels vary between VOs. Although they are easy to reinstall further thought needs to be given to making them more resilient. 
Databases

The first resilience level is provided by use of Oracle Real Application Clusters (RAC). Not only does this give increased performance (one database powered by more than one node) but it also gives resilience as if one of the nodes fails, then the others simply carry on (see Figure 3). You can dynamically add and remove nodes from a cluster too.
The FTS and LFC database back-end are about to migrated to a three-node Oracle RAC. FTS and LFC will basically have a node each and “share” the third node (although this will be adjusted depending on load/performance). It also means that if a node (or two!) fail then the service can continue running (albeit at a performance cost) on the remaining node(s). The Oracle RAC itself is using a single disk-array which is a single point of failure. A second disk array could be added to the RAC to improved resilience. The LHCb LFC also has this architecture as it piggy-backs on the LHCb 3D database which is also a two-node cluster. 
[image: image4.emf]
Figure 3: A diagrammatic representation of the single instance versus RAC configuration for Oracle.
Oracle Data Guard
 is the next stage to be considered as this basically allows one to have a “copy” of the database off-site (Figure 4). It works by sending all the transactions from the primary database to the remote standby. The remote standby is essentially always “recovering” which means it is applying the transactions as it receives them (there are different modes that can be selected including “maximum performance” and “maximum availability”). If the primary database fails then the standby takes over (automatically in recent versions of Oracle) and all client connections (from the applications) are directed to the standby. The basic architecture is shown below. Data Guard is not yet implemented but if time/resources can be made available and the requirement is shown to exist it can be provided with Daresbury being an ideal second location.  
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Figure 4: Oracle Data Guard is being considered to further increase the resilience of some RAL Tier-1 hosted databases. This schematic shows the data flow. The standby site might be Daresbury.
The data storage part of the clusters is provided by a SAN which has a RAID configuration. The machines themselves have dual power supplies. There is not currently UPS provision for these machines and it is unlikely that they will have this in the new Tier-1 machine room – but the possibility exists.
Summary: Most databases at the Tier-1 are run on Oracle and those that are not, are regularly backed up. There is opportunity to explore additional Oracle features that provide off-site backups and resilience can be improved by the introduction of more RAC in addition to those already deployed. 
Storage/CASTOR

RAL Tier-1 storage and associated resilience aspects are dealt with in another paper for the Oversight Committee.
Networking

Local Area Network

The Tier-1 network is currently configured in a Star topology with a Force10 C300 switch at its center. The Force10 C300 routes out of RAL in two ways. One is via the RAL site firewall and the other uses an OPN link. SuperJanet 5 can be reached either via the firewall route or an OPN link that avoid the firewall. So this connection is resilient. 
The Tier-1 LAN (see Figure 5 for a full depiction) consists of multiple 5530 switches linked off of the C300. Currently these links are not resilient, but those connecting to more critical services such as the WMS and databases may be dual linked. In the event of issues the Tier-1 team is able to reconfigure the network components quickly to meet needs. 

[image: image6]
Figure 5: The RAL Tier-1 network layout. The left box shows the LAN architecture.
The critical point of failure for the network is the C300 unit. This is a 2+1 redundant PSU unit. The service contract provides for 24x7 cover. Chassis replacement time is 24hrs. The unit itself contains 8 network cards and 2 blades which can failover to each other. Port failure is a concern and there is redundancy provided for this with a timeline of half an hour once someone is on site. Spares are kept for the 10GB uplink including the optical transceivers. In the event of a Nortel switch failure, unit replacements are available onsite. 
Summary: The current Tier-1 LAN configuration has single connections to several services from the core switch. Redundancy is being introduced through additional links. Loss of the Force 10 C300 would impact all Tier-1 activity. Whilst it has substantial  inbuilt resilience and a strict maintenance contract, alternative routing possibilities are being reviewed.  
Wide area network

The JANET production network (used for physicist access to Tier-N centres) is outside the control of GridPP, but has not shown any significant problems over recent years of running. Therefore its resilience is considered to be adequate
 and is not a matter to be escalated with JANET. The OPN which connects RAL to CERN has at times come under discussion. As can be seen from Figure 6 RAL is one of the few Teir-1 sites without a backup OPN connection. GridPP has investigated the likelihood of OPN failures and found that the expectation is for a few (up to 6) failures per year lasting 20 hours on average. Since the experiments can cope with outages of 1-3 days without special action. Indicative costs for a full time resilient link were of the order £100k per year plus installation. Given these figures and the estimated problems, the project felt that it was premature to divert funding away from other areas or make a special case to STFC for additional funding. 

Summary: The Tier-1 OPN connection does not have any redundancy. Costs and consideration of the level of likelihood of a prolonged outage have contributed to a decision to keep this area under review but take no action at the current time. 
 
[image: image7]
Figure 6: The LHC Optical Private Network which connects CERN and Tier-1 centres.
Tier-2s

Tier-2 sites run a subset of the services provided by the Tier-1 and implement these in a variety of ways; therefore this section offers a list describing the main resilience methods being employed rather than a site-by-site narrative. By the nature of the distribution of resources in a computing grid, there is naturally inbuilt resilience at the resource provision level (especially to loss of worker nodes). The main concern is with access to storage since user and intermediate data may only be found at particular sites, so the second section under this heading presents some detail on the resilience of the Storage Elements and the SRM implementations upon which they rely.
Tier-2 common services
Every site must provide a CE which acts as a gatekeeper to the site computing resources. Larger Tier-2s have improved their resilience by running multiple CE front ends – with common queues and backend worker nodes. Smaller sites manage with a single instance as the extra hardware and manpower investments are not deemed necessary since the CE is quickly re-instanced and the loss of a small number of compute nodes (either due to CE failure or scheduled maintenance) is negligible for the grid.  The overall result of the current mixed approach is that GridPP site reliability and availability is increasing.
Several Tier-2 sites are currently exploring the advantages of virtualising gLite nodes. This allows snapshots to be taken regularly and new instances brought online very quickly with minimal service impact. This also allows redundancy in the service since non-resource intensive nodes can be run on a single machine. In theory most Tier-2 services can be virtualized but in practice issues have been found - for example the DPM headnode has been seen to have issues related to the VOMS libraries.

As with the Tier-1, Tier-2s face a single failure point with their batch schedulers. The majority of sites run with Torque/Maui, but Sun Grid Engine (SGE) and Condor are also in use for site specific or preference reasons. Torque/Maui benefits from a large (HEP) community while SGE and Condor have strong commercial backing but some gLite integration issues have been noted in the past which have delayed fixes to problems observed.  Sites are very good at keeping this service well patched and that is the main action available to keep the service running efficiently and securely. A couple of Tier-2 sites have implemented parallel CEs with independent batch systems behind them – mainly due to hardware/cluster integration issues. While this does in theory improve site resilience it can have the opposite effect since it doubles the work for the system administrators who then have to set up and patch two independent systems.  Since we have not witnessed resilience issues with the schedulers no alternative to the current arrangements is currently recommended.
Summary: Larger Tier-2 sites have generally explored increased resilience through good quality hardware and deployment of multiple CE nodes. Virtualisation holds promise to improve resilience across all sites. Batch schedulers present a single point of failure but given the distribution of resources this is not a large concern. 
Tier-2 Storage

Probably the single biggest concern for Tier-2 resilience concerns the stability and reliability of the site Storage Element. As noted in other GridPP reports, our Tier-2 sites have adopted two main SRM enabled implementations, dCache and the CERN developed Disk Pool Manager (DPM). The headnodes for both can use distributed head nodes where the namespace, SRM and central services can be spread across multiple machines. However, no site has hit the scale where they have had to do this yet. Currently sites are running with single head nodes which then communicate to the distributed pool nodes which actually serve the data to clients.  The RAL-PP site has started to explore the use of multiple machines
 and now runs a
separate node for the PNFS namespace. Glasgow runs a test instance of DPM and this serves as a hot spare
. Other sites are looking at the provision of hot spares. The DPM architecture
 is shown in Figure 7.
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Figure 7: The architecture for DPM

Sitting behind the SRM headnode at each site is a database. DPM supports both MySQL and Oracle, but the cost of the latter means that all GridPP sites with DPM run mySQL. TLoss of the namespace database (cns_db) would lead to an unrecoverable situation. Therefore the recommendation to sites is to make regular backups of this database. Site surveys suggest that they are doing this but it can not be tested. If the DPM database is lost but a backup available then recovery can be relatively quick. However, depending on how the headnode failed, for example if the system disk fails, the site may be in a position of having to reinstall the entire system. 

 The dCache implementation makes use of PostgreSQL. As for DPM, sites are advised to make regular backups and are helped in this with the provision of Slony; this is a tool which uses a master-slave architecture to automatically backup the postgres database in real time. With this in place loss of the master has a small impact as it is simple to switch to the slave. GridPP sites have started to investigate this option and share experiences
.

Another consideration for storage is the consistency between what is in the SE database and what is actually on disk. Spotting discrepancies early can prevent job failures and user inconvenience later. DPM offers a tool
 to check this consistency and it is recommended to be used when recovering from a database loss but also for general clean-up maintenance.  The DPM administrators toolkit
 also makes it easy for checking the consistency of filesystems with the DPM namespace and vice-versa. For dCache similar namespace to disk pool consistency checks can be performed using a set of tools
 released by the Open Science Grid.  Checking consistency between the site database and experiment/VO catalogues is beyond the scope of the SEs, but consistency checks are performed from time-to-time by the experiments. 
An area related to SEs which should be mentioned in this section is the use of protocols selected for LAN transfers of data from the SE to the site worker nodes; failures or inefficiencies here would soon become evident and stress the transport systems. DPM defaults to using secure rfio which has performed well in recent ATLAS tests. DPM can also support xroot which is potentially faster though unsecure. Both protocols are supported by experiment analysis work. Optimal settings for rfio on the client side are being investigated as they can increase the events per second throughput seen with user analysis jobs, but these settings may vary by analysis job type. dCache can use dcap, gsidcap or xroot for local data transfers. Again tests in conjunction with the experiments are helping to ensure that the implementations can cope with anticipated loads.  In addition, both DPM and dCache developers are investigating improvements that can be made through use of NFS v4.1. This would allow the namespace in both implementations to be viewed as a normal networked filesystem bringing the advantage that clients to securely interact with the services will come with the Linux operating system. In the present DPM and dCache versions,  rfio, dcap and xroot have to be distributed with the middleware and can result in data access issues when relevant libraries cannot be located.
As will be discussed later in this paper, good quality monitoring helps to keep the service running smoothly. Unfortunately, at the time of writing neither dCache nor DPM have any in-built alarming though the situation is improving. dCache has some limited internal monitoring but this requires manual observation and some database visualisation is expected soon
. DPM has no inbuilt monitoring, but members of GridPP have developed GridppDpmMonitor
 (to visualise the database) as a partial remedy – it is also requires admins to actively view graphs to observe problems. Further improvements will come if Nagios plugins can be provided and such a request has gone to the developers.
Summary: Storage at Tier-2 sites can hold single copies of user data and output and is more critical than CPU resource. The main implementations in use, dCache and DPM, are developing techniques for improving redundancy and monitoring. Few Tier-2 sites have redundant head-nodes but deployment of these is an option for other sites if SE availability becomes a problem.

Tier-2 additional (core) services

Some Tier-2 sites run more than the minimum set of middleware and the provision of these additional core services improves the resilience of the UK infrastructure. 

Imperial College and Glasgow both host WMS nodes. The services are run with separate machines for the WMS and LB as recommended by EGEE. In both cases relatively new and well specified hardware is in use. Running for the last year there has been no observed need to upgrade or introduce additional hardware resilience – indeed, all outages have been scheduled for Imperial service while Glasgow has only seen one problem related to the size of files passing through the sandbox area. Loads have rarely been seen above 20% for a single LB process while the Workload Manager does raise some concerns as it sometimes consumes in excess of 90% available CPU. Additional WMSes will be deployed if and when the load on the existing services becomes a concern but as mentioned previously, UIs can point at multiple WMSes and they regulate their job acceptance. 
Glasgow runs a top-level BDII and Manchester is in the process of configuring one.  It was recommended that any site supporting in excess of 1000 CPUs should run their own top-level BDII, but this requirement has slackened as BDII querying of static information has become cached.  Reinstallation of a top-level BDII is now straightforward and there is no dependence for users on a particular node. 
Summary: Some Tier-2 sites run WMS/LB nodes and top-level BDIIs. Separately they have good stable operation but together with the Tier-1 instances provide good levels of resilience to service outages.
External infrastructure services

The WLCG/EGEE grid relies on a number of individual grid services hosted at UK/GridPP sites in addition to that required to submit and run jobs. Principal among these are the Grid Operations Centre Database (GOCDB), the GridPP Virtual Organisation Management Server (VOMS), the UK Certificate Authority and the GridPP website and DNS. Since each one of these can affect UK users they are discussed here even though GridPP does not always have direct influence on them. 
Grid Operations Centre DataBase
The Grid Operations Centre DataBase (GOCDB) is used to schedule site downtimes and provide a single repository of information about sites (such as hostnames, site contact details). It is queried by a number of other services including the Site Availability Monitoring submission framework, operations on-duty tools (such as the CIC portal) as well as grid operations teams and shortly the Global Grid User Support helpdesk.
The GOCDB has two principal components. These are a webserver front end and a database. The general  GOCDB schema is as follows:
· The master web portal production instance is at RAL. 
· A replica web portal is at ITWM in Germany.

· The master production database is hosted on an NGS Oracle11g cluster at RAL

· A local backup database is hosted on a machine running Oracle Express 10g at RAL

· A replica database is hosted on an Oracle10g server at CNAF in Italy.

The CNAF Replica DB is a read-only system. The RAL local backup can work in read-only but also in read-write if needed. All scenarios ([master|replica] portal * [master|backup|replica] DB) are possible, with different swapping times. All swap operations are manual for now.

If the master portal at CNAF is used, switching from master to backup or replica takes less than 10 minutes. This response has been exercised and shown to be working. The replica portal is always up and running, but swapping needs the intervention of a local administrator at ITWM and can therefore take longer than the target of 10 minutes. The switching of the goc.gridops.org DNS alias from master to replica relies on the intervention of someone at CNAF – the DNS is maintained and operated by the Italian on-duty team at CNAF-INFN in Bologna.  Automated alternatives are being explored.

GOCDB backups are currently made every 2 hours. A dump is automatically exported to a local Oracle backup machine to ensure it can be quickly imported. The replica portal in Germany is updated with the lastest GOCDB production RPMs every day. The read-only DB at CNAF is updated every 2 hours.

With the above procedures and mechanisms in place, the GCODB is considered a stable and resilient service. The maintenance required from partners in Germany and Italy is minimum and the replicas can be relied upon on the event of unexpected failures (service is degraded for a short time to read-only) or scheduled interventions (minimal or no impact on users). The replicas will be used during the RAL machine room migration. 

The database at RAL is run by the Oracle DBAs and during working hours a read-only service can be made available in 15 minutes. Out of hours problems are not covered by an on-call service so resolution times will vary. The GOCDB service is monitored by a Nagios service with warnings issued by mail and visible in a web interface.
Additional improvements to the service which are being considered include:
· reducing the number of manual steps and people needed to swap instances. This can be done by improving the design of the configuration files, and sharing the knowledge about how to operate e.g. DNS swap on CNAF side.

· use of monitoring scripts either to issue warnings, or to swap automatically. ENOC network monitoring scripts from EGEE SA2 are being considered for this functionality.
The web interface is hosted on a basic node running apache and PHP; it is currently maintained by the Tier-1 team at RAL. The Database NGS Oracle cluster consists of a load-balancing between 2 nodes. The mechanism used for the DNS swap is very similar to that of the EGEE CIC portal
.
Summary: The GOCDB is essential for smooth running of the WLCG and EGEE grids. There are now good levels of service resilience in place and the failover mechanisms have been tested.

GridPP Virtual Organisation Management Service
The GridPP Virtual Organisation Management Server is run in Manchester.  The service
 currently supports about 20 VOs (many of these are regional – i.e. setup to enable resource access within a Tier-2). VOMS is an essential component in the security architecture of the grid.
With regards to resilience, the main recommendation for VOMS is that read-only replicas be kept apart from the master database. For example, ATLAS replicates their VOMS to BNL from CERN. In Manchester 
the VOMS administrator ensures that there is a successful daily backup of the underlying database containing information on all VO users and their credentials. The backup is itself archived to a VOMS server instance that runs in parallel to the production server. The architecture (including hostcertificates) and content  of these two nodes (main server and back-up) are kept synchronised.  Both nodes are using an alias name scheme to share the same host name voms.gridpp.ac.uk and IP address. This makes it possible to switch the service from one machine to another by just changing one line in the network configuration and restarting the network service on it, which usually takes a few minutes.

In case of power disruption, these two VOMS instances take mains feeds from different distribution lines. Also, there is a third identical host, running the same VOMS server version with the same databases, which is used as a test-bed but it can be used as backup production VOMS server in an emergency.

Summary: The GridPP VOMS is critical for many local VOs, but not the LHC experiments. Hardware and backup procedures are considered adequate. Further thought is required as to whether off-site replicas of the database would bring any marked increase to the resilience provided.
GridPP webservice and DNS
The GridPP website is hosted in Manchester. While not a critical service for workflow it does contain many useful resources and links to help for users and system administrators as well as GridPP’s twiki. Blogs are hosted externally as are many of the meeting agendas and the GridPP monitoring and availability views. In many ways the site acts as a portal and it is the face of GridPP and as such the service should maintain excellent availability. There have not been any major outages though on some occasions the webserver has had to be manually restarted. The server itself is installed automatically with a kickstart procedure that goes all the way to a fully functional server. In addition to the production server there is a spare standing by that can be brought online quickly.  The webserver data is stored on a pair of mirrored disks internally and nightly backups are taken to a machine elsewhere. The worst case scenario of a double disk failure would require a manual intervention to copy a backup to the current spare webserver. 
Manchester HEP also runs the DNS for gridpp.ac.uk. Manchester University Computing name servers are used as secondary servers in case of problems with the master DNS server; the master runs  on the same machine as the webserver. As long as any failure of the master DNS server is dealt with before the DNS timeouts (between 1 day and 10 days depending on which part of the DNS information) then there is no loss of DNS service.
Summary:  Good local procedures are in place to ensure minimal outages are experienced with both the GridPP website and the gridpp DNS.  
Certificate authority
The UK Certificate Authority is run by the National Grid Service to provide digital certificates for the UK e-Science community which includes high energy physics. Without a valid certificate a user can not use grid resources or access many useful webservices related to the grid projects. Small outages can be tolerated, indeed may not be noticed, but sustained problems would have a wide impact since many of the grid services, not just users, need to download new certificates and given the numbers involved renewals are constantly happening. 
The CA host does not run hot spares but machines are increasingly being migrated to virtual hosts which are more easily migrated to new physical hosts. Restores are also quicker. Within RAL, where the CA machines are located, the CA service is classified as “high business impact” and as such good documentation (including disaster recover plans) are in place to be followed by those on call. The CA has two pieces of specialised hardware: the cage, and the HSM (along with some smartcards used to operate it).  All the rest is in principle redundant: as it is possible to restore backups on identical systems. – and this has been done in the past when power failures have damaged components of the CA infrastructure. The CA has recently acquired another HSM of the same model for another service.  In an emergency this can be used to provide temporary cover. More generally, vendor support for the HSM is to replace the hardware within three working days.
The CA runs these visible services: The CA web pages
; The CA online interface
; CRL downloads
 and a Renewal service
 (and RA interface). The CA also depends on some services which are shared with other areas and in particular the helpdesk and certain generic contact email addresses. The CA runs several internal services too, a database connected to the online services and the signing infrastructure (which for the most part is independent of anything else but runs on the specialised hardware mentioned). Among the visible services, and essentially the database too, they can be moved to new hosts and restored from backup if needed.  The important part in a recovery is to preserve the URL.  The online database is considered critical and is backed up hourly.  The offline database (on the signing system) is less so, and can in principle be reconstructed from the online one.
The CA hardware is now run by the HPCSG within RAL which means that the virtual hosting, OS patching and backups are performed by a dedicated group. One concern with the current setup is that even with the documentation available some aspects of the service require an involved knowledge of the components and this needs to be developed beyond the current small group of operators.

Summary: The CA is run by the NGS and is critical for UK operations. Good dedicated services are provided for the underlying hardware, but the uniqueness of some specialist components is a concern. Better documentation and a wider human support base need to be implemented. 
Experiment components 
In addition to the core grid infrastructure components the experiments have developed a number of their own services. This section on experiment components is included for completeness but goes into less detail than the preceding sections. It is intended to show the main experiment concerns in terms of the common core components and where the experiment has internal services which need to be resilient. In these cases and where possible a description of the current status is given.
ATLAS
ATLAS’s overall ranking of services for Tiers 0,1 and 2 is shown in Table 3. The ATLAS planning for critical central services is to rely on the high availability architecture provided by FIO at CERN. This uses a RAC architecture for critical databases with a Data Guard backup from Meyrin to Prévessin. The front end machines to these databases are, as far as possible, controlled by quattor which allows them to be reinstalled rapidly when necessary. Multiple front ends are provided when the front end service is stateless (e.g., ATLAS central catalogs, panda monitor, LFC, etc.)
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Table 3: ATLAS ranking of various Grid services

For user analysis, beyond the DDM catalogs, the LFC in each cloud is vital. Tier-1s are required to make this service as robust as possible (RAC architecture, redundant front ends).  FTS is very important but short outages can be tolerated (it is also stateful only for a few hours so can be more easily moved to somewhere else). Analysis through Ganga can proceed as long as a WMS is available somewhere. If panda is used as the backend then this is covered as a critical central service as above.

CMS

For PhEDEx the only point of failure is the central Oracle instance at CERN. This provides the T0, T1s and T2s transfers. If that PhEDEx instance fails then some PhEDEX transfers might be lost, reinstating the service would be more of a concern at this stage. Each site is responsible for their own agents though in the UK several sites are covered by some core UK CMS representatives. 

CMS does not rely on the LFC. The CMS solution is reliant on a CERN Oracle DB. Conditions information are distributed using frontier – this is a weakness in the current model and resilience here could be improved. 
	Rank
	Services

	10
	Oracle, CERN SRM, CASTOR, DBS, LXBATCH, Kerberos, Cessy-T0 transfer+processing, Web “back-ends”

	9
	CERN FTS, PhEDEx, FroNTier launchpad, AFS, CAF

	8
	WMS, VOMS, Myproxy, BDII, WAN, ProdMgr

	7
	APT servers, build machines, Tag collector, testbed machines, CMS web server, Twiki

	6
	SAM, Dashboard, PhEDEx monitoring, Lemon

	5
	WebTools, e-mail, Hypernews, Savannah, CVS server

	4
	Linux repository, phone conferencing, valgrind machines

	3
	benchmarking machines, Indico


Table 4: The CMS ranking of services with 10 being the most critical and 1 being unimportant.
If a Tier-1 is lost then the FTS links within the associated country are lost. There is a second custodial copy of the data at CERN and any T2 can download from any T1 in the CMS model – though there is a time limit on how long remaining Tier-1s and CERN would be able to cope with additional bandwidth and space requirements to replicate out the lost data while also maintaining normal transfers.
The CMS setup has a heavy reliance on CERN Oracle Databases but it is not deemed practical to replicate this elsewhere. Loss of this service would not only take out transfers but also the creation of analysis and production jobs due to lack of location information. CMS uses the GOCDB and SAM test results to formulate a regularly updated list of working sites, so loss of either of these would lead to a worsening in the submissions success rates.
LHCb

LHCb’s service requirements can be broadly broken down into external and DIRAC services.  The external services (WMS, bdii, LFC, UI) are all resilient in the sense of having multiple servers to contact. The failover to the next available server is automatic and usually invisible to the user – as described in previous sections.
DIRAC services (DIRAC job submission, bookkeeping) are hosted on single machines. Work is ongoing to make them resilient by hosting them on multiple servers. In the meantime, the machines and the services on them are monitored by CERN site oncalls and scripts have been developed to allow experts to re-install the systems from scratch in about 10 minutes.  A high-level view of the LHCb component needs can be seen in Figure 8.

[image: image9]
Figure 8: The main components used in the LHCb model
The web portal for DIRAC (only point of DIRAC contact for most users) is multiply resilient with servers at PIC (main) and CERN (backup). The installation of servers in general needs the availability of either CVS or the AFS area at CERN. User jobs can be submitted using Ganga with the usual Ganga installation - this is resilient in the sense that it can be done from any node with an internet connection.
	Rank
	Services

	10
	CERN VOBoxes (DIRAC3 central services), Tier-0 LFC, VOMS

	7
	Tier-0 SE, T1 VOBoxes, SE access from WN, FTS, WN misconfiguration, CE, Conditions DB, LHCb bookkeeping service, Oracle streaming, SAM

	5
	RB/WMS

	3
	T1 LFC, Dashboard


Table 5: The LHCb ranking of grid services. 10 is most critical and 1 is unimportant.
Summary: Each of the LHC experiments has a unique computational model and several unique services. For all the experiments the most critical infrastructure components are at the CERN Tier-0 and in particular the data storage and catalogues run on Oracle systems. There is a varying degree of information available to GridPP about the resilience underlying many of the other services, but the most critical do appear to have some level of resilience planning. 
Monitoring and support
In addition to hardware, software and in-built service resilience, the provision of a computing service can benefit from good monitoring and fast responses to problems that are reported. The following sections provide an overview of how this area has and will continue to develop.
On-duty tasks

Day-to-day operations on the grid are currently undertaken using both local and global teams. Figure 9 shows the current model which will now be explained. The task of monitoring the entire EGEE infrastructure (into which the GridPP WLCG contribution falls) is undertaken by Operators on Duty (a task given to countries on a rotational basis for 1 week at a time – a backup team is also defined for each week in case the primary team has problems). These people have available to them a series of monitoring dashboards which they watch closely for problems. At the core of these dashboards are tests which are run every few hours to check the status of site infrastructure – can jobs be submitted and run, can files be copied to and from the storage elements and so on. The tests are run in a framework known as Site Availability Monitoring (SAM). Increasingly these dashboards also include experiment specific tests to ensure the experiment components are fully operational in addition to the core services. 
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Figure 9: The current on-duty operator model

If a problem is seen then the operator will flag the problem to the site by way of a Global Grid User Support (GGUS) ticket, but before doing this they will check if the problem is already known or has an obvious but non-site specific cause. The ticket may go via a Regional Operations Centre (ROC) helpdesk so that the problem is sent to the correct people and so that the ROC is aware of the problem and can follow up with support. The rest of the on-duty task is to review open tickets to ensure the problems are being investigated and where possible provide guidance on what may be causing the problem. The ticketing process is summarized in Figure 10.
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Figure 10: The future operations model
To keep delays to a minimum and reduce the manual support load as much as possible in the flagging of problems, there is in progress a move away from a central operator on-duty model towards regional on-duty teams. These teams will be helped with the introduction of more automated alarming systems. Each region or country will maintain its own SAM framework with SAM results feeding into site Nagios systems – these systems can react to a negative test result by alerting the system administrators at the site by way of email, text or paging. There will no longer be the need for on-duty operators to alert the site. However, to ensure that problems are tracked and followed up a regional on-duty team will log the problem via a GGUS ticket.  The new model is shown in Figure yy. This new support model has the potential to spot and escalate problems much more quickly and as such catch more before they become critical or affect users. In parallel to this activity the experiment on-duty teams can also escalate problems that they observe (see the GGUS & Ticketing section)
Alarm automation

A large part of the changing operations model just discussed is the ability to automate alarms through Nagios based on triggers from both fabric and grid service probes. The EGEE priority for this is partly driven by the need to cut operations effort by 50% by the end of Part III of the project. To move the work forward an automations group was established and given a deliverable
 of formulating a multi-level messaging system which it would be easy for sites and grid operations teams to implement. The technology chosen is based on Apache Active MQ due to this mechanism having shown good reliability and scalability in industry.  The overall framework is shown in Figure 11.
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Figure 11: The route to an improved alarming system based on site probes and message exchange between site systems and regional monitoring.

The bearing of this area on Service Resilience is obvious from the above diagram. First of all the new approach introduces grid service probes, that is new tests are introduced locally to monitor aspects of the grid nodes – for example checking that a certain gLite process is running. Fabric probes are also made available which help the system administrators spot potential problems before they happen like disks that are nearly full (some sites have been doing this within a local Nagios setup but now all will have this and other probes available). Alarms go straight to the administrators leading to faster intervention and message exchange with the ROC and project makes follow up easier (improved states are observed immediately) and tracking of trends through automated project reports much simpler. 
The messaging system has been prototyped and is becoming available to sites for deployment. The number of probes will increase over time as sites share their observations and scripts. The transition over to this new system is being done in conjunction with regionalisation of the on-duty work and support tools such as the dashboards. All ROCs are expected to have transitioned by September 2009. 
Summary: A central operator on-duty model has proved invaluable to increasing the stability and availability of sites. There is now underway a move towards regional based teams and an increased use of alarm based monitoring. This area is vital for areas where current inbuilt resilience is not on its own sufficient.
GGUS & ticketing
Currently ticketing within WLCG/EGEE is done via the Global Grid User Support centre based in Karlsruhe, Germany. There are two instances of the helpdesk with the second held at a German site close to Karlsruhe. The groups involved and routing tickets in the current framework are as shown in Figure 12. 
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Figure 12: The GGUS structure
This central ticketing system brings together all of the components required to resolve problems seen with the grid infrastructure as well as usage. On the infrastructure side it brings together sites, experiment support, the middleware developers, network support and the on-duty operators. It provides a hub for problem follow up and resolution. 
The structure and functionality of the GGUS is model is not static and is adapting to the needs of the experiments. During 2008 several improvements have been made to bring a closer connection between sites and experiment operation teams most notably in the form of Alarm Tickets. Alarm tickets allow designated VO members to submit a ticket directly to a site (i.e. misses the GGUS assessment and assignment stages which can introduce delays) which once received can trigger a callout to the local person on-call. This mechanism means that problems not spotted by the site (especially during out of work hours) can be escalated and resolved with reduced impact. A second notable change is the introduction of Team Tickets, these can be submitted and subscribed to by a team of VO interested parties. This means that problems can be shared between groups rather than be owned and updated by individuals who can only comment on one aspect of the problem.
Summary: GGUS is used for handling tickets of both infrastructure and user origin. It is an essential component to operating a grid. Recent improvements have taken account of the need for tickets to trigger alarms at (Tier-1 sites) and for several parties to be involved to speed up ticket resolution times. 
Disaster planning and response
Behind any resilient service sits an understanding of and planning for what to do in an emergency. That is, if all the in-built resilience fails due to exceptional circumstances what will happen? GridPP’s first major review of this area can be found in the PMB document area as document GridPP-PMB-129-Disaster_Planning which was published in October 2007.  That document examined the modes of failure that GridPP must cover with its planning and then set out a series of example scenarios together with responses that required further consideration. Of particular value in that exercise was the identification of what the experiments saw as their highest risks with regards to the computing infrastructure. 
One outcome of the discussion of the scenarios has been the consideration and development of improved contingency arrangements. One example to give here is the critical nature of the ATLAS LFC at RAL. During the summer ATLAS successfully demonstrated the ability to move UK Tier-2 sites out of the UK ATLAS cloud to be part of other ATLAS clouds should the LFC be lost for a sustained period. There has also been investigation in conjunction with Italy on the ability to use Oracle Data Guard to provide offsite replicas of components like the LFC. On the infrastructure side progress has been made with communication routing and incident investigation. Both areas were recently tested as part of a GridPP wide security test run by the GridPP security officer. For this sites had to display their ability to respond to malicious use of their grid resources and follow up appropriately – while not a disaster, the simultaneous nature of the tests did give some exposure to aspects of a major incident. On the investigation side GridPP has been at the forefront of developing the WLCG approach to event post-mortems, or what has now become known as incident reporting. By following a template that helps to establish how an incident unfolded and was responded to, GridPP is using a positive feedback loop to strengthen the robustness of both the service and response procedures. Incident reports
 are shared via the GridPP twiki.
The process of developing actual disaster plans in detail is producing results but must develop in-step with the baseline for operations that is still evolving both for the infrastructure and the experiments. On the infrastructure side for example GridPP is contending with moves away from central coordination and increased activity on solving day-to-day problems – through daily WLCG operations meeting and running new tests. On the experiment side there has been a reluctance to fully engage with disaster planning as an activity. Firstly there is still a perceived need to establish a fully functioning and stable service before considering the disaster scenarios in detail, and secondly getting cooperation and engagement from across the collaborations has proved to be tricky. This is not to say that serious thought will not be given to the topic, just that effort is currently committed to getting what we have working.
There are areas though where good progress is being made with the planning process. The two primary ones are Tier-1 disaster planning and security. The first stage for each plan is to develop an overall picture of the scope and impacts of a given problem. For the Tier-1 this means consideration of the loss of many of the services outlined in the second section of this document, it has also meant an understanding of how the terminology (i.e. incident classification) should be mapped to various scenarios. The approach is to take high-level scenarios and then work out a general response followed by explanations of what may fall into this category. Thus a “Site Incident Causing Damage to Tier-1 Equipment”, which maps to a “Major Incident” and would be coordinated by the “Tier-1 Emergency Controller” covers areas such as fire, flood, and structural failures.  An immediate and ongoing response is explained with areas that need to be developed/created/improved marked for follow up. 

The second area mentioned is security. Here we have benefited from close working with the EGEE Operational Security Coordination Team who has on a weekly basis to deal with incidents that could escalate at any time. The overlap has in fact recently increased as the GridPP security officer in post at RAL has been nominated to become the deputy security coordinator for EGEE. The GridPP security incident response procedures, which cover minor to major incidents, are now fully available in a security area of the GridPP website. These detail exactly who is to be contacted and what process should be followed. This level of detail is still developing in other areas of the disaster planning and the situation is improving daily for this to happen since the experiments are now establishing their on-call and regional operations teams who would need to be part of the communication train. One should bear in mind that there are still outstanding issues in day-to-day communication routes between areas.
Alongside the detailed planning there is a desire to provide easy cross-referencing of what high-level scenarios are being considered and how these are expected to be coordinated. To this end each high-level scenario is captured in a one page template (akin to the incident report template mentioned earlier) that provides a summary of the response, likely impacts and communications expected. A spreadsheet is also being maintained to index the scenarios against each other.
Summary: When resilience can not cope then disasters can happen. GridPP has developed an approach for identifying and planning a response to disasters that could happen either to services, sites or within experiment operations. Progress has been slow due to day-to-day operational concerns taking priority. 
Conclusions
As the sections of this paper have shown, the majority of the services run by GridPP have some level of resilience. The degree of resilience enabled by the middleware varies, but is improving in many cases. The FTS and SRM implementations in particular will benefit from improvements expected in future middleware releases and the increased use of virtualization has implications for many other services. For several areas the best approach has been to duplicate the nodes and address them on a round robin basis, where this is not possible the improvements being made in monitoring greatly help contain problems.  However, we can identify areas where the resilience in place needs further consideration due to the criticality and uniqueness of the service – the LFC for ATLAS and R-GMA stand out in this regard. One must not forget though that there are cost implications in pursuing the obvious and best solutions - off-site database replication for example requires additional hardware, licensing and manpower. Additional cost is also a factor that has so far prevented the introduction of a resilient OPN link, although this is planned in time for next year.
At the last Oversight Committee we presented a high-level look at Disaster Planning and noted that a bottom-up approach was required to identify the many practical steps that should be taken to ensure a high quality Grid in the UK. This document has examined the constituent services, highlighting the significant progress made in the past year in making the services more robust and noting where future work is still required. In some cases, the resilience is currently compromised by the manpower or funding needed to make improvements, in other cases it is intrinsic to the middleware releases themselves.  

A key outcome of this work is the ability for GridPP to monitor and manage progress towards service resilience. Although we have not yet formalised this, the current intention is to add to our suite of project management tools (the Project-Map, Risk-Register, and Financial-Plan) the ability to monitor progress towards a resilient service at a component level. This will then allow the Project Manager to monitor and raise issues on a quarterly basis. In this way we hope to track and guide this important work at the PMB level where decisions on resources may need to be made. Guidance on priorities will be partly driven by recently developed experiment categorizations of service importance and criticality.
A second value outcome of this work is that it allows the higher level disaster planning to be better focused into a smaller number of scenarios. These will be the topic of the discussion sessions at the next GridPP Collaboration meeting at UCL at the start of next April. In preparation for that, we will ask the major experiments to document their (global) strategies in the event of certain scenarios. Although still in discussion, these initial include: Loss of a Tier-1 for various periods; loss of a Tier-2; correlated loss of multiple Tier-2 sites in a single country; a security shut-down of (parts of) the Grid; loss of critical networking (OPN and Janet in the UK); a procurement failure at either the RAL or another Tier-1; and the loss of various experiment-critical services at a national level. Much of this has previously been discussed but experience gained by the experiments in the last year though various computing challenges and other exercises, has triggered significant evolution in the strategies to be deployed.
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� On Designing and Deploying Internet Scale Services, 21st LISA conference, 2007





� � HYPERLINK "http://www.oracle.com/technology/deploy/availability/htdocs/DataGuardOverview.html" \o "http://www.oracle.com/technology/deploy/availability/htdocs/DataGuardOverview.html" �http://www.oracle.com/technology/deploy/availability/htdocs/DataGuardOverview.html�


� GridPP is currently conducting a review of Tier-2 network experience and issues. So far this has only revealed a few concerns at the institute LAN level where saturation has been seen – in these cases network upgrades are either in progress or planned.





� � HYPERLINK "http://www.gridpp.ac.uk/wiki/Splitting_the_dCache_head_node" \t "_blank" �http://www.gridpp.ac.uk/wiki/Splitting_the_dCache_head_node�


� This database can easily be pointed at a new headnode instance. This together with a hostname switch are the main actions required and so if the hot spare is running this outage can be recovered from within about an hour.


� � HYPERLINK "https://twiki.cern.ch/twiki/bin/view/LCG/DpmAdminGuide" \l "DPM_Architecture" \t "_blank" �https://twiki.cern.ch/twiki/bin/view/LCG/DpmAdminGuide#DPM_Architecture�


� � HYPERLINK "http://www.gridpp.ac.uk/wiki/Backing_up_postgreSQL_databases" \t "_blank" �http://www.gridpp.ac.uk/wiki/Backing_up_postgreSQL_databases�


� � HYPERLINK "https://twiki.cern.ch/twiki/bin/view/LCG/CheckDpmConsistency" \t "_blank" �https://twiki.cern.ch/twiki//bin/view/LCG/CheckDpmConsistency�


� � HYPERLINK "http://www.gridpp.ac.uk/wiki/DPM-admin-tools" \t "_blank" �http://www.gridpp.ac.uk/wiki/DPM-admin-tools�


� � HYPERLINK "http://datagrid.ucsd.edu/toolkit/" \t "_blank" �http://datagrid.ucsd.edu/toolkit/�


� � HYPERLINK "http://t2.unl.edu/documentation/dcache/installing-the-billing-graphs/" \t "_blank" �http://t2.unl.edu/documentation/dcache/installing-the-billing-graphs/�


� � HYPERLINK "http://www.gridpp.ac.uk/wiki/DPM_Monitoring" \t "_blank" �http://www.gridpp.ac.uk/wiki/DPM_Monitoring�


� � HYPERLINK "http://gilmath.free.fr/publi/CHEP07_Failover_paper.pdf" ��http://gilmath.free.fr/publi/CHEP07_Failover_paper.pdf�


� � HYPERLINK "https://voms.gridpp.ac.uk:8443/vomses/" ��https://voms.gridpp.ac.uk:8443/vomses/�


� http://www.grid-support.ac.uk/ca/


� https://ca.grid-support.ac.uk/


� http://ca.grid-support.ac.uk/


� https://ca-ra.grid-support.ac.uk/


� � HYPERLINK "http://edms.cern.ch/document/927171" ��http://edms.cern.ch/document/927171�


� � HYPERLINK "http://www.gridpp.ac.uk/wiki/Category:Incidents" ��http://www.gridpp.ac.uk/wiki/Category:Incidents� 





13
13

[image: image20.emf][image: image21.emf][image: image22.emf][image: image23.bmp][image: image24.png]


[image: image25.emf][image: image26.emf][image: image27.emf][image: image28.emf][image: image29.emf][image: image30.emf][image: image31.bmp][image: image32.bmp][image: image33.bmp][image: image34.emf][image: image35.emf][image: image36.emf][image: image37.emf][image: image38.emf][image: image39.emf][image: image40.emf][image: image41.emf][image: image42.bmp][image: image43.bmp][image: image44.emf][image: image45.emf][image: image46.bmp][image: image47.emf][image: image48.emf][image: image49.emf][image: image50.emf][image: image51.bmp][image: image52.emf][image: image53.emf][image: image54.bmp][image: image55.bmp][image: image56.bmp][image: image57.bmp][image: image58.emf][image: image59.emf][image: image60.bmp][image: image61.emf][image: image62.emf][image: image63.emf][image: image64.emf][image: image65.emf][image: image66.emf][image: image67.emf][image: image68.emf][image: image69.emf][image: image70.emf][image: image71.emf][image: image72.emf][image: image73.emf][image: image74.emf][image: image75.bmp][image: image76.emf][image: image77.emf][image: image78.emf][image: image79.emf][image: image80.bmp][image: image81.emf][image: image82.emf][image: image83.emf][image: image84.emf][image: image85.emf][image: image86.emf][image: image87.emf][image: image88.emf][image: image89.bmp][image: image90.bmp][image: image91.emf][image: image92.emf][image: image93.emf][image: image94.emf][image: image95.emf][image: image96.emf][image: image97.bmp][image: image98.emf][image: image99.emf][image: image100.emf][image: image101.emf][image: image102.emf][image: image103.emf][image: image104.png]


[image: image105.emf][image: image106.emf][image: image107.emf][image: image108.emf][image: image109.emf][image: image110.emf][image: image111.emf][image: image112.emf][image: image113.emf][image: image114.emf][image: image115.bmp][image: image116.bmp][image: image117.emf][image: image118.emf][image: image119.emf][image: image120.emf][image: image121.emf][image: image122.emf][image: image123.bmp][image: image124.bmp][image: image125.emf][image: image126.emf][image: image127.emf][image: image128.emf][image: image129.emf][image: image130.emf][image: image131.emf][image: image132.emf]