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Summary

This document provides an overview of the current status of CASTOR at RAL, its development over the last 18 months, and the expected way forward.  It includes summary reports from the perspectives of the main experiments from the recent GRIDPP PMB review.

Although CASTOR proved to be unreliable in the early part of 2007, the upgrade to version 2.1.3 significantly improved matters and the RAL storage system performed well during CMS’s service challenge CSA07 and subsequently during the WLCG combined service challenges CCRC08 in February and May 2008. However, to ensure readiness by the planned date for LHC switch on, an upgrade from CASTOR V2.1.6 to V2.1.7was required together with a move to a resilient RAC Oracle system. This combination of upgrades lead to a period of instability during August and September but there is now growing confidence that we are starting to see some of the benefits. The upgrades revealed some weaknesses in the current system including a very heavy load on the CASTOR Oracle databases and the need to complement the existing functional testing of pre-releases on the test-bed, with stress-testing at operational loads before deployment. These issues are currently being addressed.
Other areas that have been addressed this year include many upgrades together with system and process improvements.  Of particular note, is the improvement in the deployment of disks and in the formalisation of incident reporting.  Communication across all relevant internal teams and with the CASTOR developers at CERN is very good.
However, the cost of this has been high and the effort that has been required from the CASTOR and database teams at RAL has significantly exceeded the planned level, to the detriment of other (non-PP) projects. 
CASTOR Service Availability

The GOC database records the availability of CASTOR in terms of:
· planned downtimes (scheduled);

· unplanned downtimes (unscheduled) where a service was considered to be inoperable, usually because something broke;

· “at risk”, where the service might be degraded or a transparent intervention was scheduled to be carried out. 

Not all scheduled downtimes imply loss of service – for example new test SRMs may be flagged as down until fully configured – in general however downtime is a good indication that availability is impacted.

In Figure-1 below the total hours logged to downtime has been summed by month over all CASTOR instances. This potentially includes some double counting (because there are multiple instances) but this is reduced by only counting the time once in cases where the whole service was down.
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· Figure 1: CASTOR downtime in hours, by month from May to November 2008
As can be seen recorded downtime over the May Service Challenge (CCRC08/2) where release 2.1.6 was running was low. Planned interventions were avoided at all cost and reliability was excellent. Once the CCRC finished, a series of planned changes commenced in July and culminated in August with the 2.1.7 upgrade and Oracle migration. Following this, a series of problems led to lengthy periods of downtime. Recently stability is returning, although concern remains over a number of outstanding unresolved Oracle problems. It is noted that wLCG are concerned about the prioritisation and resolution of Oracle problems in the wider context and intend to try to meet regularly with Oracle to address this. The first meeting is tentatively scheduled to be held at RAL in February 2009.

Staffing

In 2008 six staff worked fulltime on CASTOR, a further three provided 0.6FTE of additional effort between them. A Case Student worked fulltime until June and 4 database staff contributed 2 FTE over the year. Summing this, and removing 1.3 FTE  for development work on SRM that wasn’t core to CASTOR and fabric support that should have been done elsewhere in the Tier1 team, gives a total of 7.3FTE (ignoring the valuable contribution made by the Case Student). Compared to the planned GridPP contribution of 4.3FTE, this is a significant over-run that has delayed storage support for other STFC projects like Diamond and Isis.

An informal survey of storage support at other Tier1s showed that, the RAL effort of 7.3FTE is at the lower end of reported effort (8-14 FTE, ignoring TRIUMF which is a small, single-experiment Tier-1). The funded effort (4.3FTE) is significantly less than this and is also reported that most Tier-1s have required more effort than planned in this area, regardless of the technical solutions implemented.  

Areas of Progress and Development

Very significant progress has been made in the areas of System Upgrades, and Reliability and Resilience. Details of these are provided below.
System Upgrades

CASTOR major upgrades

· Upgrade to 2.1.4 and to SLC 64-bit and SLC4  November 2007

· Upgrade to 2.1.6 April 2008. This version included rewrite of disk2disk handling; rewrite of stager code; more use of policies to control migration; improvements to repack, synchronization between disk servers and nameserver, and many bug fixes.
· Upgrade to 2.1.7 August 2008.  Fix disk2disk problems; garbage collection rewritten to be more scalable; changes in how LSF is used; many bug fixes.

· CASTOR access provided for MINOS July 2008.

· Tape family policies introduced for CMS in April 2008. Policies for ATLAS developed but not yet tested in production

SRM V2

First Production version installed Dec. ’07. SRMv2.2 was defined at the Mumbai CHEP in 2006 to meet the experiment requirements.  All Storage systems deployed it in 2008 and the experiments have almost completely moved to it. The CASTOR implementation was developed at RAL.  It is more scalable than the original SRMV1 implementation and now allows for full redundancy.  SRMV1 has now been fully decommissioned at RAL.
CIP system

Introduced Q2 2008, CIP (CASTOR Information Provider) manages the dynamic and semi-dynamic information - disk servers, space tokens, and the totals, and allows the publishing of these data to the Grid Information Service BDII. It is needed to make the information provider more robust against changes in CASTOR, and to improve the system to be more able to cope with future changing requirements from WLCG. This code is maintained by RAL and can be used by other CASTOR sites.  

Repack

This is a process to copy data to new tapes and can be used to release space occupied by deleted files or to move to a new generation of media. Following a programme of testing and releases over the last 12 months, it is now working and fully automated within a tape pool, but needs more work to automate it over different tape pools.  It has been used to free up tapes, with over 250TB of media reclaimed so far. Repack will manage the migration from T10KA (500GB) to T10KB (1TB) over the next 1 to 2 years.

64 Bit tape servers

There has been a rolling upgrade over last 3 months driven by the termination of support for SLC3. The Tape servers are now running supported OS versions and  64bit also means we can use 8GB memory should we need to (so far experience has shown 8GB does not give much of an improvement -two servers have 8GB).

Xrootd

Now rebuilt and tested, working and deployed, following significant ongoing work since February.
CASTOR Disk to Disk copy issues 

This occurred April – July 2008 and caused major problems for CMS (WAN in to WAN out) and LHCb in CASTOR release 2.1.6. It was fixed in 2.1.7, but required major clean-up work.
Migration from dCache to CASTOR

This is now complete for all the major LHC experiments, thought some smaller experiments are still on dCache. When migration is complete, this will benefit RAL by reducing the operations effort currently required to support two storage systems. 
Tape Families

Introduction of Tape families allows experiments to group their data into tape pools. Prototyped for CMS, this is now being deployed for ATLAS, and will then be deployed for LHCB.
Reliability and Resilience Improvements
Nagios monitoring and CASTOR call out 

There has been a major effort in the last 2 years to develop Nagios alarms and build this into call-out system. It is now fully integrated with the Tier1 call out system, but can probably be extend to cover even more failure modes.  Monitoring works with the overnight callout procedures by providing clear information on the problem and instructions on how to fix it. CASTOR monitoring is now around 90% complete. An added benefit has been improved daytime cover, speeding up problem resolution.
LSF Cluster 

Previously the LSF licensing system was run on a single machine. In April 2008, this was combined with LSF licensing requirements of other e-science groups – this included running moving the LSF management system to run across three machines, rather than one, as part of the overall drive to provide significantly more resilience.

RAC Oracle Systems  

A RAC is a cluster of Oracle servers with a shared file-system allowing load sharing, redundancy and hot failover. Two RACs were deployed by the Database group for:
· ATLAS and LHCB July 08

· CMS, Nameserver and Gen Instance in August 08.
The move to RAC was made to improve performance, availability and resources. The effect is good in terms of performance and availability but it has also introduced what may be RAC-related problems. 
Process Improvement

There are many ongoing efforts to develop a culture of process improvement across CASTOR and the Tier-1. Specific process improvement efforts have focussed on the following areas: 

Details of all CASTOR incidents are recorded, and a weekly review of incidents is held by the CASTOR team.  The weekly review ensures the problems are understood, identifies whether this is a new problem and whether there are any related issues. It ensures that adequate monitoring is in place to trigger appropriate alarms; and identifies any actions possible to prevent the problem from recurring. Actions from the weekly review are recorded and tracked. 

A programme to improve the automation of disk deployment has been underway for many months now.  This has been undertaken by the “deployment team”, a combination of members of both CASTOR and Fabric teams, and has recently been integrated into an improved disk deployment process in preparation for the growth in scalability that will be required to deploy the growing size of future disk purchases. It also provides the foundation for use as Disaster Recovery system, similar to CERN’s Quattor.

A CASTOR Test certification system was deployed at RAL following the formalising of the CASTOR release procedure by CERN. We have struggled to find the effort to take on this extra work, but recognised its potential benefits to all CASTOR sites, and its contribution to the CASTOR release process. The test system was used successfully on CASTOR 2.1.6 and 2.1.7, and trapped 3 major bugs in 2.1.7-10. Further effort is needed to ensure the test system has adequate load testing capability, although finding the additional staff effort for this is a major problem.

Poor tape performance was resolved finally for CMS (by CASE student, James Jackson).  These improvements have now been adopted by CERN and deployed for all experiments. CMS, with help from CERN, developed policies that will only mount tapes when enough data is ready for a good write, and also disables user writes to the disk server while data is moved to tape, avoiding disk contention. CMS are getting much improved tape drive utilization.

An improved platform has been provided for the functionality of new Admin hosts, which are now used for creating gridmapfiles and running the CASTOR Information Provider.  These provide a platform for administration and maintenance of CASTOR, especially database access tools.  They also provide a development environment for SRM, and a CASTOR client environment for testing.  This work was completed April 2008.

Improved VO monitoring now allows experiments to see inside CASTOR to view the state of queues, migrating files etc. This is still being developed. SRM request levels are to be added soon.
Coordination with CERN

Communication with CERN is effective and appropriate. We currently attend monthly ticket reviews to discuss and agree priorities for fixes in upcoming releases.  Every 2 weeks there is a telecon aimed at optimising coordination and to discuss problems across all CASTOR sites.  Every 6 months there is a face to face meeting, where all CASTOR sites get together to review progress, and deal with major problems. In addition there is a weekly informal phone call between German Cancio Melia (at CERN) and David Corney (at RAL).
The CASTOR release process is now much improved, although RAL’s ability to test each new release on the test certification system has struggled through lack of staff resource.  The need to improve the certification test process further by including load as well as functional testing was highlighted at a recent internal review of CASTOR database issues. This will not happen without increased staff effort. 

The recent review of database issues also highlighted that both CERN and RAL are investigating some of the problems found. Investigating and resolving such problems is often a major task, and can easily tie up several staff for weeks or months trying to identify the root-cause of the problem. It is clear that there is some limited scope to improve the coordination with CERN in this area to avoid duplication of effort. This is being addressed. 
Operations

Resilience and automation is increasingly being introduced into the service, allowing systems to self heal or run in degraded mode rather than fail.

Out of normal working hours the on-call service has made a huge difference to the quality of the CASTOR service. Problems that would have previously taken the service down are now routinely handled. Many faults are now fixed out of hours, though the limited time and expertise available over night and during the weekends means that not all faults can be repaired until the next full working day.  

During normal working hours, CASTOR exceptions are monitored through the same system.  As the Operations team comes up to speed and strength over the next 2 months, they will  take over significantly more routine monitoring and interventions, and consequently free  the CASTOR team to focus on deep diagnostics and development.  
 Alternatives to CASTOR

There are approximately a dozen Tier 1 sites in the world.  They run either CASTOR (RAL, INFN, ASGC, and CERN of course as the Tier 0), or dCache (CC-IN2P3, FZK, NDGF, PIC, TRIUMF, SARA-NIKHEF, US-ATLAS (BNL), and US-CMS (FNAL)). The dCache systems also run with a variety of different tape back-ends. Deploying an alternative to CASTOR is likely to take somewhere between 18 months and two years, and would have to be achieved whilst running the CASTOR solution in parallel to this development.  Consequently, when we explored the feasibility of moving to an alternative, eighteen months ago, we concluded that any other option must make best use of our existing expertise and/or include the possibility of buying a solution. This restricted our alternative options to Dcache and HPSS. Further discussion at that time with IN2P3, who run this combination, lead us to conclude that despite our expertise, there were still very significant time and staff effort required for training and deployment mean that this was not a feasible option with our current staff levels. 
At the recent Tier-1 Storage review we enumerated seven possible future storage systems but the arguments made eighteen months ago are, if possible, even more applicable today and there was a unanimous agreement that continuing with CASTOR was by far the most prudent option.
Current Perspective

The strategic decision was taken earlier this year to move from Oracle stand-alone system to Oracle RAC as part of the overall drive for improved resilience. The time scale for making this migration was far from ideal, being driven by the need to have the system ready for LHC switch on. Thus the migration to Oracle RAC was undertaken at the same time as an upgrade from CASTOR 2.1.6 to 2.1.7 in July and August this year.   The instability that resulted from this move is now under control, although some of the database issues are still being investigated – several of them involving Oracle.   A review of recent CASTOR related database problems was undertaken on November 17th, as part of the incident review process. Seven database related CASTOR issues were reviewed. The RAL CASTOR Oracle systems are worked very hard (around 1000 transactions per second).  This is approximately three times the load of the equivalent CASTOR Oracle systems at CERN, and is caused by lack of additional hardware and corresponding extra staff effort.  We believe that the high loads are a significant factor contributing to the recent instability resulting from the upgrade.

A GRIDPP Project Management Review of UK Tier1 CASTOR and Storage was held at RAL on 21st November 2008.   The experiments views stated at the review were as follows:
CMS.  At one end of the scale CMS see no significant problems. They are basically happy with CASTOR 2.1.7 and are satisfied that they have tested this to the required level for data-taking. They do not wish to make changes.

ATLAS have experienced a considerable number of software and hardware problems, and do not consider that performance is currently satisfactory.  The failure of the scheduler during "red-button" day (Sep 10th) was particularly unfortunate. There have been periods of good performance, but overall the performance is patchy and the impression is one of fragility.

LHCb.  Although LHCb has suffered data loss with CASTOR, overall the experiment feels that the UK Tier 1 has responded well to the production demands of the experiment. However, the demands and access patterns of large-scale user analysis have yet to be fully tested.

The overall conclusions from the review were as follows:

· The review suggests that there are issues on both the Tier-1 side and on the ATLAS side. 

· At the Tier-1 we should stay with CASTOR 2.1.7 for now and try to ensure that it works reliably. We need to ensure continued support for this release from CERN and we need to develop a more robust certification process for future releases. CASTOR upgrades will need to be reconsidered in February when the final running schedule is known. 

· Attention needs to be concentrated on the Oracle database system to ensure that it operates at an appropriate load and to engage Oracle better. The staffing at the Tier-1 needs to brought up to the funded level and careful consideration needs to be given to making the staff agile across the various domains in order to be responsive. 

· The ATLAS approach has proven less successful than that of LHCb or CMS. A ‘black-box’ Tier-1 service is not achievable while the requirements continue to evolve and the complex MSS system is still being developed. Although there is already quite extensive contact between ATLAS and the CASTOR/Tier-1 team, the experience of CMS and to some extent LHCb suggests that ATLAS would benefit enormously by embedding a clearly identified expert to work at the Tier-1 along with the CASTOR and database teams. In addition, ATLAS should work, where possible, to moderate how the ATLAS computer model uses CASTOR.

Our main efforts are now focussed on resolving the outstanding Oracle issues, maintaining increased stability in CASTOR 2.1.7, and improving stress testing of the subsequent CASTOR releases. We will continue to liaise closely with CERN in all these areas. We have to agree with CERN an appropriate way to retain support for CASTOR 2.1.7 whilst they continue to develop further new versions. 

Gathering requirements from the experiments has remained a problem despite repeated attempts to resolve and improve this.  While the nature of the problem means that requirements are often unstable, this is often compounded by discovery of these weeks or days before their implementation is needed. There is often inadequate time to make the change, or to ensure that it is fully tested.  Currently we hold a weekly telecon for all experiments. The aim is to discuss the current status and plans for up-coming up-grades. It is also an opportunity for the experiments to inform us of their plans.  In addition there are several regular attendees at the weekly ATLAS meeting, and at other appropriate meetings of the other main experiments. 
Future Strategy

We are clearly very heavily committed to CASTOR as a long term storage solution, and this remains our approach. To deploy an alternative solution at this stage would require a very significant deployment effort and associated learning. Thus our strategy is to continue as we are, with more of the same, to continue to develop and improve our:

· Program of continuous improvement

· Collaboration with CERN

· Collaboration with the experiments

· Ongoing plans for resilience and reliability

· Internal monitoring, business and work flow processes
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