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Introduction

The current projections and planned sharing of the Tier-1 between the experiments is given in http://www.gridpp.ac.uk/tier1a/board/doc/Tier1Plan26b_Summary.doc. The scale of the UK Tier-2 resources and the nominal allocation amongst the experiments is described in http://www.gridpp.ac.uk/tier2/Tier-2_Experiment_Shares_v1.1.doc. Each UK Tier-2 is expected to support all major HEP experiments that the UK is involved in at some level although this may not be true for all institutes within a Tier-2, especially the smaller ones. While this model probably works for Monte Carlo production it may not work for analysis where exceptional effort/resource allocation may be required. Examples would be experiments requiring either different middleware stacks or (semi)permanent storage of their data within the Tier-2. 

Resources and Operations
The LHC experiments have each produced computing models:

http://www.gridpp.ac.uk/eb/ComputingModels/alice_computing_model.pdf
https://www.gridpp.ac.uk/eb/ComputingModels/alice_computing_model_new.pdf http://www.gridpp.ac.uk/eb/ComputingModels/atlas_computing_model.pdf
http://www.gridpp.ac.uk/eb/ComputingModels/cms_computing_model.pdf
http://www.gridpp.ac.uk/eb/ComputingModels/lhcb_computing_model.pdf
These describe, to some extent, the functionality required of a Tier-1 and Tier-2. 
The basic functionality of the Tier-1 is:
· ALICE - Reconstruction, Chaotic Analysis

· ATLAS - Reconstruction, Scheduled Analysis/strimming, Calibration

· CMS - Reconstruction
· LHCb - Reconstruction, scheduled strimming, chaotic analysis
The basic functionality of the Tier-2s is:
· ALICE - MC Production, Chaotic Analysis

· ATLAS - Simulation, Analysis, Calibration

· CMS - Analysis for 20-100 Physicists, All Simulation Production

· LHCb - MC Production, No analysis
The global Tier-1 resource required for the LHC experiments in 2008 is as follows:

	Requirements 2008/9
	ALICE
	ATLAS
	CMS
	LHCb

	CPU (kSI2K)
	14000
	27000
	15000
	4400

	Disk (Tbytes)
	6500
	15500
	7800
	2400

	Tape (Tbytes)
	6400
	10000
	12900
	2100

	Number of T1s
	6
	10
	7
	6


The projected UK Tier-1 resources to the LHC experiments in 2008 are as follows:

	UK Tier1
	ALICE
	ATLAS
	CMS
	LHCb
	SUM 2008/9

	CPU (kSI2K)
	84
	1571
	449
	644
	2748

	Disk (Tbytes)
	46
	887
	227
	343
	1503

	Tape (Tbytes)
	46
	1033
	670
	346
	2095


The fraction of the global Tier-1 requirement is as follows

	UK T1/Ave t1
	ALICE
	ATLAS
	CMS
	LHCb

	CPU 
	0.021
	0.582
	0.210
	0.878

	Disk 
	0.024
	0.572
	0.204
	0.858

	Tape
	0.024
	1.033
	0.364
	0.989


The Tier-2 resources required are given below (assumed to be ~2008) 
:
	
	Number of T1s
	Number of T2s
	Total T2 CPU
	Total T2 Disk
	Average T2 CPU
	Average T2 Disk
	Network In
	Network Out

	
	
	
	KSI2K
	TB
	KSI2K
	TB
	Gb/s
	Gb/s

	ALICE
	6
	21
	13700
	2600
	652
	124
	0.010
	0.600

	ATLAS
	10
	30
	16200
	6900
	540
	230
	0.140
	0.034

	CMS
	6 to 10
	25
	20725
	5450
	829
	218
	1.000
	0.100

	LHCb
	6
	14
	7600
	23
	543
	2
	0.008
	0.008


It should be noted that the differing bandwidth projections come form a number of sources. For example, the LHCb bandwidth will genuinely be smaller than for the other experiments given their computing model. However, the difference between ATLAS and CMS (who have similar event and dataset sizes) is more striking. All numbers are quoted without efficiency and safety factors, but the CMS numbers assume a far higher refresh rate (every 20 days) on samples in the Tier-2s. than do ATLAS (twice a year). While both refresh rates are debatable, the truth is likely to be both somewhere between the two and similar for the two experiments.

The committed resources at the UK Tier-2s for each experiment are (in 2007) given below. Note these are likely to be much larger if future funding bids such as SRIF3 are successful.

	
	CPU (KSI2K)
	Disk (TB)

	
	ALICE
	ATLAS
	CMS
	LHCb
	ALICE
	ATLAS
	CMS
	LHCb

	London
	0
	553
	651
	217
	0
	39
	58
	18

	NorthGrid
	0
	1353
	0
	144
	0
	297
	0
	20

	ScotGrid
	0
	123
	0
	131
	0
	4
	0
	65

	SouthGrid
	124
	269
	145
	167
	5
	15
	9
	11


Dividing this table by the average CPU and disk required by each experiment yields:

	
	CPU
	Disk

	
	ALICE
	ATLAS
	CMS
	LHCb
	ALICE
	ATLAS
	CMS
	LHCb

	London
	0.0
	1.0
	0.8
	0.4
	0.0
	0.2
	0.3
	11.0

	NorthGrid
	0.0
	2.5
	0.0
	0.3
	0.0
	1.3
	0.0
	12.1

	ScotGrid
	0.0
	0.2
	0.0
	0.2
	0.0
	0.0
	0.0
	39.6

	SouthGrid
	0.2
	0.5
	0.2
	0.3
	0.0
	0.1
	0.0
	6.8


In terms of CPU, London has the capacity to be an average size Tier-2 for ATLAS and CMS, NorthGrid has the capacity to be a very large Tier-2 for ATLAS and SouthGrid a small Tier-2 for ATLAS. In terms of disk, NorthGrid has the capacity for an average ATLAS Tier-2 and all UK Tier-2s have the capacity for LHCb.
The bandwidth requirements are more uncertain. As described above, rather different refresh rates have been assumed by CMS. The following figures have therefore taken the somewhat arbitrary approach of scaling the ATLAS and LHCb values by the nominal LCG service challenge planning factor of 6, while retaining the ALICE and CMS numbers ‘as is’ on the basis that (for example) with such a rapid refresh rate, there is no need to have capacity to ‘catch up’ with transfer problems. This produces numbers similar to those derived independently of the experiments by Jamie Shiers based on the dataset sizes and production times.

The other bandwidth uncertainty is in the scaling to the true Tier-2 size. For outbound traffic, this is likely to scale with CPU power, being driven by things like Monte Carlo production. For inbound traffic, it is likely to be driven by the available storage capacity. The exception is for LHCb, where the computing model suggests all traffic should scale with CPU.

	
	Inbound (Disk scaled except LHCb, Gb/s)
	Outbound (All CPU scaled, Gb/s)

	
	ALICE
	ATLAS
	CMS
	LHCb
	ALICE
	ATLAS
	CMS
	LHCb

	London
	0.0
	2.020
	2.986
	0.019
	0.0
	0.175
	0.079
	0.001

	NorthGrid
	0.0
	4.938
	0.0
	0.013
	0.0
	0.429
	0.0
	0.001

	ScotGrid
	0.0
	0.449
	0.0
	0.012
	0.0
	0.039
	0.0
	0.001

	SouthGrid
	0.010
	0.164
	0.982
	0.015
	0.001
	0.085
	0.017
	0.001


Analysis Models

There is a difference in the planned usage of the Tier-1 and Tier-2 facilities for analysis in the UK between the four LHC experiments. There is a full spectrum of usage of the Tier-2s between ‘no analysis’ in the LHCb case, ‘chaotic but not scheduled analysis’ in the ATLAS and ALICE cases (but to differing degrees) and ‘all analysis’ in the CMS case.
 The ALICE model has changed during the review process.  There is a complementary spectrum of analysis activity in the Tier-1, with LHCb doing all analysis in Tier-1s, ATLAS doing scheduled analysis of ESD and RAW data, ALICE allowing chaotic analysis and CMS having no analysis activity in the Tier-1. These differences in usage, combined with the pattern for Monte Carlo simulation tasks, result in the complex network discussion above.

ALICE, ATLAS, CMS

Despite the differing usage of the Tiers, CMS ATLAS, and to an extent ALICE, have in many ways similar analysis strategies. Both ATLAS and CMS intend the AOD to be the primary recourse for analysis, and the AOD event sizes are similar. ATLAS envisages that the AOD can be extensible by working groups. ALICE are less explicit, but their revised computing model document implies a pattern very similar to ATLAS. An apparent point of difference is in the streaming and co-location of the data. CMS envisage ‘vertical streaming’ of data, with the co-location of different event representations. ATLAS envisage exclusive streaming of the AOD, and both navigation between representations and the building of new collections without making explicit copies using a TAG comprised of pointers to representations and enough event descriptors to allow useful first-pass selections of event collections. On further examination however, CMS also envisage Event Directories that are simple TAGs and the likelihood that these will grow into full TAG versions; and ATLAS envisage significant co-location of event representation in the commissioning of the analysis system. Hence the differences are not marked.

Both ATLAS and CMS expect users and working groups to produce derived datasets (ntuples, augmented AOD, new TAGs).

Turning to the more complete event representations, both ATLAS and CMS envisage that some analysis requires access to the RECO/ESD and RAW/FEVT formats. Both ATLAS and CMS envisage chaotic work of this nature to be confined to the Tier-2s. A point of difference is that ATLAS foresees scheduled RAW and ESD analysis performed by working groups in the Tier-1s. ALICE also intend scheduled analysis activity at the Tier-1s based on the ESD format as part of the reconstruction phase.

All three experiments intend chaotic analysis activity on AOD and derived physics formats at the Tier-2s.

ALICE, ATLAS and CMS plan to perform all of their simulation activity in the Tier-2 facilities. They also both plan that the custodial copies of simulated data are held at a Tier-1. There is no long-term storage required of any dataset at a Tier-2, although semi-permanent copies are expected to be retained on disk. CMS plan to simulate a larger fraction of their data-rate. This would naively imply a higher T2-T1 bandwidth; however, as their event sizes are smaller, this is not such a pronounced effect.

LHCb

LHCb, like ATLAS, plan to stream into analysis sets after the reconstruction phase. Their primary analysis sample is an augmented reconstruction output produced in the streaming process. This is more equivalent to the ESD in ATLAS and CMS. Both the scheduled streaming/stripping and the chaotic user analysis is planned for the Tier-1s; however, there is an important caveat that suggests analysis may be expected in larger Tier-2s, which would include the UK sites. LHCb also plan to use TAG representations.

Tier-1 implications: ATLAS is essentially a scheduled load, while the other experiments have a significant interactive/chaotic element. This will pose problems for resource scheduling. Also, while all require the ability to set priorities between groups within the VO, in the ATLAS case the requirement may be more coarse grained. 

Tier-2 implications: Tier-2s should plan for a scheduled Monte Carlo activity mixed with a significant chaotic user analysis activity. The user analysis activity implies both semi-permanent storage of quasi-public files (augmented AOD, ntuples etc) and access from members of distributed working groups. 

General implications: The use of TAG systems will place significant database service requirements on the facility that may be in addition to the standard RLS/file catalogue services.  The datasets to be housed for analysis will grow quasi-linearly with time. This is significant for the Tier-1 (all experiments) and the Tier-2s (ATLAS, CMS, ALICE, but probably also LHCb).

A cause for concern given the balancing between Tier-1 and Tier-2 activity in the various models is the relative Tier-1 and Tier-2 contributions in the UK for the various experiments. Given the inevitable fractional sizes in the Tier-2 and Tier-1 facilities, the experiments will have to give careful consideration as to how to balance the relative loads, and whether the nominal split between reconstruction/strimming/simulation/analysis in the computing models makes sense within each region
.

.
Support
The support for explicit applications on the Grid fir the LHC experiments is covered by their own eScience grants, and not by GridPP. For the Grid operations and middleware, GridPP will be integrating with the LCG structures. The proposed model in that case is for a central team to field problem tickets. On analysis, these will then be forwarded to either experiment or regional contacts for processing. 
In terms of analysis application development, the UK is making large contributions. For LHCb, this is through the GANGA project and through the experiment-specific effort. The CMS/GridPP effort is also contributing directly to the CMS analysis solution (which is now working with the GANGA project centrally for some components). ALICE seem content with their Alien/GLite/Proof solution. One of the key areas for analysis is the metadata handling, and it is for this reason that a UK metadata team was created in the middleware area. Given the large contributions being made to all of these development areas, the associated GridPP effort, along with the deployment team, will obviously take on some level of support activity for the experiments, which will be integrate with the other effort by the experiments themselves. 
� The ATLAS network numbers quoted here have been updated from the Computing Model by Roger Jones.


� The latter is a surmise based on the CMS computing model paper. The analysis section leave open  the issue of where analysis in the RAW and RECOnstructed event samples is performed, but elsewhere the implication is that such samples would be selected and copied to a Tier-2.
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